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Integrated Power Management of Data Centers and
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Abstract—Large scale data centers and Plug-in Electric Vehi-
cles (PEVs) both play an important role in balancing power grid
frequency by flexibly adjusting their power consumption. This
paper considers the joint power management of a data center
and the PEVs of its employees for frequency regulation. The
problem involves designing a real-time power control strategy for
the integrated assets to collectively track the assigned frequency
regulation signal, as well as developing a market planning strat-
egy that determines the best baseload and capacity (regulation
up/down) values over a multi-hour operating period to minimize
energy cost and maximize regulation service revenue. A two-
layer hierarchical power management framework is proposed,
which enables a systematic design of both the tracking control
and market planning problems. The proposed framework is
evaluated base on real workload, regulation signal, and market
data. The simulation results indicate that the regulation signal
can be accurately tracked, and our scheme outperforms other
designs that manage different regulation assets separately.

NOMENCLATURE

∆t Time interval between two regulation signals
ηu(k) State of UPS: ηu(k) = [S1(k), S2(k), σ1(k), σ2(k)]

T

γ Scaling factor to indicate redundancy of Na

û Normalized regulation signal (between -1 and 1)
λ(k) Workload arrival rate of all servers at tk
λi(k) Workload arrival rate for the ith server at tk
µc(k) Mean service rate of the servers: µc(k) = cf(k)
P (m, γ) Maximum server power consumption in period m

S
i

Maximum SOC of the ith battery group
ρ(k) Average utility of the server: ρ(k) = λ(k)

Naµc(k)

σi(k) Number of changes of current directions for the ith
group at tk

τ(û) Probability distribution function of û
θi(m) Number of changes of current directions for the ith

group in the mth period.
λ̃a(m) Average workload arrival rate in the mth period
D̃c(m) D̃c(m) =

∑m
i=1 D(i)

ẼT Total daily energy demand of the PEV fleet
Ñon(m) Number of on-site cars in the mth period
Q̃e(m) Energy price of the mth period($/MWh)
Q̃r(m) Regulation price of the mth period($/MW )
P (m, γ) Minimum server power consumption in period m.
Si Minimum SOC of the ith battery group
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B(m) Overall baseload of servers, UPS and PEVs (MWh)
Bp(m) Baseload of PEVs in the mth period(MWh)
Bs(m) Baseload of servers in the mth period(MWh)
Bu(m) Baseload of UPSs in the mth period(MWh)
C(m) Overall capacity for servers, UPSs and PEVs

(MW/h)
CA Squared coefficients of inter-arrival times
CB Squared coefficients of inter-arrival request sizes
Cp(m) Capacity of PEVs in the mth period(MW/h)
Cs(m) Capacity of servers in the mth period(MW/h)
Cu(m) Capacity of UPSs in the mth period(MW/h)
D(m) Hourly energy consumption under last minute policy
Ei(m) Charged/discharged energy of the ith UPS group
Eu(m) Eu(m) = [E1(m), E2(m)]T

f(k) Average CPU relative frequency of servers
k Time index indicating the discrete time instants when

regulation signals are received: tk = k∆t
Lp Electricity cost of PEVs
Ls Electricity cost of servers
Lu Electricity cost of UPS
m Time index for each regulation period(1h)
Na(m) Number of active servers at period m
Np Number of participating PEVs
Nu Number of UPS batteries
Pi(k) Power consumption of the ith server at tk
Pp(k) Power consumption of all the PEVs at tk
Ps(k) Total power consumption of all the active servers
Qi(k) Remaining battery capacity of the ith PEV at time tk
qi(k) Operation status of the ith PEV at tk
R(k) Average response time at tk
ri Charging rate of the ith vehicle
Rm Average charging rate of all the PEVs: Rm =

∑Np

i=1 ri
Rs Maximum tolerance on the average response time
Si
max Maximal battery capacity of group i

Si(k) Average SOC of battery group i at tk
tdi Departure time of the ith vehicle
toi Arrival time of the ith vehicle
ui(k) Charging or discharging energy of the ith group at tk
uu(k) Control vector of UPS: uu(k) = [u1(k), u2(k)]

T

x
(1)
i (k) The maximum deferrable time for the ith PEV.

x
(2)
i (k) The remaining time to finish charging the ith PEV at

time tk
xi(k) 2D state variable of PEVs: xi(k) = [x

(1)
i (k), x

(2)
i (k)]

y(m) y(m) = [S1(m), S2(m), θ1(m), θ2(m)]T

Fi Set of relative frequency of the ith server
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I. INTRODUCTION

Frequency regulation is an important market tool to reduce
the instantaneous imbalance between generation and demand
[1], [2]. Traditionally, regulation service is provided by coal-
fired or hydro generators, which comes at the cost of degraded
heat rate, wear and tear, as well as the associated lost opportu-
nity of energy production. In contrast, demand side assets, such
as aggregated residential loads [3], [4], [5], energy storage
devices [6], and commercial buildings [7], among other, can
provide frequency regulation service with a better quality in a
more environmentally friendly way.

Due to the operational flexibility and cost-effectiveness,
large scale data centers and PEVs are among the most impor-
tant grid assets to provide demand-side frequency regulation.
Modern data centers can flexibly adjust their power consump-
tion in various ways to provide regulation services, such as
Dynamic Voltage Frequency Scaling (DVFS) [8], [9], dynamic
capacity provisioning [10], [11], and the use of Uninterruptible
Power Supply (UPS) [12], [13]. The DVFS method can change
the power consumption of computer servers almost instan-
taneously by modulating their CPU frequencies. Capacity
provisioning adjusts the power consumption via turning on/off
computer servers. The UPS usually serves as a standby power
source, and has been suggested to be used for power capping
and energy arbitrage [14]. All of these power management
methods enable the data center to provide fast regulation
service to the power grid. On the other hand, the aggregated
control of the PEV fleet has been extensively studied in the
literature [15], [16], [17]. A large population of PEVs can
be flexibly controlled to participate into a variety of demand
response programs [18], [19], [20], including frequency regu-
lation.

In the literature [21], [22], [23], [24], various methods have
been proposed for data centers to provide regulation services
without compromising the quality of service. Different from
many existing works, this paper considers a scenario for which
the data center jointly manages its power consumption with
the charging of the PEVs of its employees to participate in
both the energy and frequency regulation markets. The joint
management not only creates new opportunities to save elec-
tricity cost, but also increases the overall frequency regulation
capacity and improves tracking performance. The data center
can share its market revenue with its employees by providing
free charging services or cash rebates for PEV purchases. This
will promote PEV adoptions by the employees, and result in
a much better carbon footprint of the data center.

Despite the rich literature in this area, there are several chal-
lenges arising from this new scenario that cannot be directly
addressed using the existing approaches. Firstly, regulation
market revenue is often coupled with the energy cost. For
many grid assets (such as the data center), committing a
larger regulation capacity typically leads to a larger energy
consumption. Therefore, the interactions between regulation
market and energy market should be taken into consideration.
Secondly, the benefit of integrating different regulation assets
should be carefully studied. Different regulation resources
have different time-varying regulation potentials. Therefore,

dynamically shifting regulation burden among them according
to online information can enhance the overall system capacity.
Thirdly, existing literature demonstrates a lack of a systematic
view of the capacity planning for data centers or PEVs. It is
nontrivial to jointly determine the baseload and capacity (reg-
ulation up/down) values that respect the dynamic capabilities
of the asset over a multi-hour planning period.

To the authors’ best knowledge, this paper is among the first
to consider the joint management of a data center and PEVs for
frequency regulation. We propose a two-layer framework with
a systematic consideration of the interactions between different
layers, and the coupling between the energy and the fre-
quency regulation market. The benefit of integrating different
resources is also investigated and discussed in this paper. The
effectiveness of the proposed approach is demonstrated via a
number of realistic simulations. Once properly implemented,
our power management framework brings economic benefits to
both data centers and PEV owners, promotes PEV adoptions,
and provides an economically feasible way to obtain clean
demand-side frequency regulation.

The rest of the paper proceeds as follows. The problem is
formulated and a two layer power management framework is
proposed in Section II. Real time control design is presented
in Section III, followed by the capacity planning decision
making in Section IV. Simulations based on real regulation
and workload traces are presented in Section V and some
concluding remarks are given in Section VI.

II. PROBLEM STATEMENT

Consider a scenario where a data center coordinates with
the PEV fleet of its employees to participate into the day-
ahead energy market and regulation market. According to the
regulation market rule, the data center needs to determine
its energy profile over a look ahead planning horizon H . In
particular, denote the hourly power consumption (baseload)
and power variation range (regulation capacity) as B(m) and
C(m), where m ∈ {1, . . . , H} represents the time instant for
each regulation hour. The data center should estimate those
parameters and submit bid into the market one day preceding
the operation day. On the operation day, the market participant
will receive a regulation signal from the Independent System
Operator (ISO) every few seconds ∆t, and is obligated to man-
age its power to follow the regulation signal. Let tk , k∆t,
k = 1, 2, . . . be the discrete time instants the participants
receive the regulation signal. The regulation signal will be
within the range [B(m)−C(m), B(m)+C(m)] determined by
the day-ahead bidding, and the data center gets compensated
based on its committed regulation capacity.

In this paper the data center power consumption is con-
trolled through three knobs, including CPU frequency of the
servers, UPS batteries, and on-site PEVs. The power consump-
tion of the servers can be adjusted using DVFS [8]. Suppose
server i has Li different CPU frequencies fi,1, . . . , fi,Li . Let
fi,max be the maximum frequency of the ith server, and denote
Fi = { fi,1

fi,max
, . . . ,

fi,Li

fi,max
} as the set of relative frequencies for

the server. Then fi(k) ∈ Fi is the control input for server i. In
addition, to enhance the service availability, the data center is
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Fig. 1. System architecture of the two layer control framework.

assumed to be equipped with Nu UPS batteries, each of which
has a continuously controllable charging rate ωi(k). Therefore,
the power consumption of the data center can be managed via
DVFS and adjusting UPS charging/discharging rates.

Now we consider the data center coordinating all the Np

electric vehicles of its employees to participate into the reg-
ulation market. The vehicles randomly arrive and depart, and
request random charging demand from the grid. We assume
a service agreement is signed between the data center and
the car owners such that each electric vehicle has to be fully
charged before it leaves. Then the operation state of the ith
vehicle qi(k) can be defined as follows:

qi(k) =


−1 if tk < toi

0 if charging and toi ≤ tk ≤ tdi

1 if waiting and toi ≤ tk ≤ tdi

The overall problem can be formulated as follows: one
day before the operation day, the data center needs to submit
its bid B(m) and C(m) that minimizes its overall cost
L =

∑H
1 B(m)Q̃e(m) − C(m)Q̃r(m), where Q̃e(m) and

Q̃r(m) represent the energy price and regulation price of
the mth hour, respectively. On the operation day, the data
center receives regulation signals from the ISO at each time
instant tk, and needs to make the control decision u(k) =
(f1(k), . . . , fNs(k), q1(k), . . . , qNp(k), ω1(k), . . . , ωNu(k)),
such that the total power consumption follows the regulation
signal. This integrated planning and tracking control problem
is illustrated in Fig. 1.

As the overall problem involves the coordination between t-
wo decision layers with different time scales, its challenges are
twofold. First, the real time control policy should respect the
operational constraints for all the regulation assets, including
the workload requests, the UPS battery lifetime, and the PEV
charging deadlines. Second, the real time control layer and
capacity planning layer are strongly coupled. A slight change
in real time control strategy may render the capacity planning
formulation entirely different. Therefore, the capacity planning
should take into account the impact of real time control on

Power Allocator  Al

Regulation Signal 

Power Budgets 

Servers UPS PEVs 

… … … … … … 

   

Fig. 2. The structure of the real-time control layer. A power allocator is
designed to dispatch power budgets to different regulation resources.

regulation capacities so that the planning decision is feasible
(can be accurately tracked by real time control).

To find the global optimal solution of the planning and
tracking problem, we need to solve an optimization problem
under dynamic constraints over thousands of coupled vari-
ables, which is not numerically tractable. Therefore, instead
of providing a global optimal solution, we adopt an alternative
approach in this paper: first we find the real time control
strategy which is practical to implement and complies with the
operational constraints for all the assets; then we construct the
capacity planning model to make bidding decisions under the
given real time control policy. The main contribution of this
paper is not on the optimization side, but rather to provide a
scalable and implementable approach to explore the potential
benefit of integrating multiple resources for regulation.

III. REAL TIME CONTROL LAYER

The real time control layer receives regulation signals from
the regulation market and determines the control operations
u(k) in real time. The main challenge for the real time control
design is to accurately follow the regulation signals without
compromising the original functionality of each participating
asset, e.g., workload needs to be processed in a timely manner,
battery lifetime should be preserved, and each PEV should
be fully charged before departure. Another challenge lies
in the integrated real time control for multiple regulation
assets. Proper integrated control can reshape the stochasiticity
imposed on each asset and enhance the system capacity.

To address the above challenges, we propose a control struc-
ture as shown in Fig. 2, where a power allocator dispatches
power budgets to different regulation resources based on a
predetermined priority order. Each regulation resource will
try to match this power budget without violating operational
constraints.

In the rest of this section, we will first introduce the real
time control strategies for individual regulation asset, and then
develop a way to allocate power budgets to different regulation
assets.

A. Real Time Control for Servers

Let λi(k) denote the amount of workload directed to the
ith server. The individual server power Pi(k) can be modeled
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as a function of relative frequency fi(k) and workload arrival
rate λi(k) [25]:

Pi(k) = αifi(k)λi(k) + βi (1)

The main challenge of the power control of the servers is
to track the regulation signals without affecting the service
quality of the data center to its end users. There are various
ways to satisfy the SLA of the data center [26], [27], we use
average response time as the metric for the high level capacity
planning [28], [29], [30]. When implementing the management
strategy, we can ensure that SLA will be respected in the lower
level control design. For this purpose, we model the data center
as a queuing system with generalized distributions on service
time, request arrival time and request size. By Allen-Cullen
approximation for G/G/N model [31], [32], we have:

R(k) =
1

µc(k)
+

C2
A + C2

B

2
· (ρ(k)

Na + ρ(k))/2

Naµc(k)− λ(k)
(2)

where R(k) is the average response time at time k, µc(k) is the
mean service rate of the entire data center (the average rate at
which requests are served, which is proportional to the average
CPU frequency f(k) of the servers, i.e. µc(k) = cf(k)), λ(k)
is the total workload arrival rate for the entire data center, CA

and CB are squared coefficients of the inter-arrival times and
request sizes, respectively, and ρ(k) = λ(k)

Naµc(k)
represents the

average utilization of a server. To ensure stability of the queue,
we enforce that:

Naµc(k)− λ(k) > 0 (3)

As the workload of the data center is usually evenly distributed
among its servers, we assume that λ(k) = λi(k)Na. Notice
that our control scheme can also be extended to other power
and workload models. These assumptions can be easily re-
laxed.

Every a few seconds, servers receive a power budget P̂s(k)
from the power allocator. The real time control should follow
this budget by regulating the CPU frequencies accordingly.
This tracking problem can be formulated as follows:

min
fi(k),i≤Na

|P̂s(k)− Ps(k)| (4)

subject to :

fi(k) ∈ Fi, R(k) < Rs, and Naµc(k)− λ(k) > 0 (5)

Due to the large number of servers in a typical data center,
it is almost impossible to make real time decisions for all
the individual servers. To address this issue, we introduce
an aggregated model based on the proposed individual power
model (1).

Without loss of generality, we assume that the power coeffi-
cients of the computer servers satisfy: α1 ≤ α2 ≤ . . . ≤ αNa .
Define an aggregated frequency as f(k) =

∑Na

i
fi(k)
Na

. As
different combinations of f1(k), f2(k), ..., fNa(k) may lead to
the same aggregated frequency, to derive a one to one map-
ping, we propose an assignment rule that maps the aggregated
frequency to individual CPU frequencies:

fi(k) =

{
1 i ≤ nc

min{ fi,1
fi,max

, . . . ,
fi,Li

fi,max
} i > nc

(6)

Remaining charging time 0 

charging inactive 

waiting 

inactive charging 

charging 

waiting 

Remaining time to 

deadline 

Fig. 3. PEV charging dynamics in 2D state space.

where nc is an integer such that f(k) =
∑Na

i
fi(k)
Na

. To this
end, given any workload arrival rate λ(k) and aggregated
frequency f(k), we can determine the individual workload
assignments λi(k) and individual frequencies fi(k), and thus
obtain the power consumption of individual servers according
to (1). We propose to express Ps(k) as a function of λ(k),
f(k) and Na:

Ps(λ, f,Na) = (b1f
n + b2f

n−1 + · · ·+ bn+1) · λ(k)
+c1N

m
a + c2N

m−1
a + · · · cm+1 (7)

where b1, . . . , bn+1 and c1, . . . , cm+1 are coefficients derived
by standard least-square approach based on randomly gener-
ated f(k), λ(k) and Na.

This aggregated model provides an analytic expression be-
tween the aggregated power and aggregated frequency. There-
fore, we only need to determine the aggregated frequency in
real time and obtain the individual CPU frequencies according
to the assignment rule.

B. Real Time Control for PEVs

To capture the system dynamics of the PEVs, let x(1)
i (k) =

tdi − t−Qi(k)/ri represent the amount of time the load can
be further deferred without violating the charging deadline,
where tdi is the charging deadline of the ith PEV, Qi(k) is the
remaining battery capacity of the ith PEV, and ri represents
the charging rate of the ith PEV. Let x

(2)
i (k) = Qi(k)/ri

be the remaining time to complete the load if it is con-
tinuously charging, as illustrated in Fig. 3. The dynamics
of the system can be fully captured by the 2D state vector
xi(k) = [x

(1)
i (k), x

(2)
i (k)]T as follows:

xi(k + 1) =

{
xi(k) + [0,−∆t]T if qi(k) = −1, 0

xi(k) + [−∆t, 0]T if qi(k) = 1
(8)

where ∆t is the discrete time step. To comply with the
charging deadline constraints, we enforce that x

(2)
i (k) > 0

by selecting the proper operation state qi(k). Furthermore, the
system output Pp(k) is the aggregated power consumption of
the PEV fleet, which is given by

∑Np

i=1 hi(qi(k)), where

hi(q) =

{
ri if q = 1

0 otherwise

At each time step the PEV fleet receives a power budget
P̂p(k) from the power allocator. The data center needs to deter-
mine the operation state (charging or waiting) for each on-site
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PEV to follow the power budget. To simplify notation, denote
the system dynamics in (8) as xi(k + 1) = ϕi

p(xi(k), qi(k)).
This tracking problem can be formulated as follows:

min
qi(k),i≤Np

|P̂p(k)− Pp(k)| (9)

subject to :

xi(k + 1) = ϕi
p(xi(k), qi(k)), and x

(2)
i (k) > 0 (10)

where i = 1, 2, . . . , Np.
To solve this problem, we propose a power assignment

rule that maps the given power budget P̂p(k) to individual
charging operations qi(k) according to the urgency of the
charging demands. In particular, we gradually add vehicles
in the charging set in an increasing sequence of x(2)

i (k), until
the overall power consumption of the fleet is approximately
P̂p(k). In other words, among all the on-site vehicles, those
with the smaller remaining time to deadline are served first.
This tracking policy makes the best effort to follow the power
budget. If the power budget is outside the power variation
range of the PEV fleet, it will make the charging decision
as far as it can achieve. Within the tracking range, the error
will be smaller than the power of the vehicle with the largest
x
(2)
i (k) among all the charging PEVs.

C. Real Time Control for UPSs
There are various ways to evaluate battery wear due to

regulation [33], [34]. In this paper we adopt the approach in
[14]: first, a Markov model is developed to account for the
effect of battery wear on data center availability [35], from
which we can choose a maximum Depth of Discharge (DOD)
to ensure a desired level of data center availability; second, we
can estimate on average how many cycles can be deployed
per day for regulation for the given DOD based on the lab
experimental data in [36]. Furthermore, all the batteries are
divided into charging and discharging groups, and we assume
that batteries will be placed in another group when it is fully
charged or depleted, as illustrated in Fig. 4a. In this paper, we
use the DOD of 60% and the daily number of battery cycles is
one, yet the specific value of DOD does not affect the nature
of the problem.

Here we propose a model for the real time control of UPS
batteries. Let ui represent the charged or discharged energy
of the ith group. Define σi(k) as the number of changes of
current directions for the ith group up to tk, as illustrated
by Fig. 4. Then the total charged or discharged energy of
the UPS batteries should be Hu(k) = (−1)σ1(k)u1(k) −
(−1)σ2(k)u2(k), and the system dynamics can be described
as follows:



S1(k + 1) = S1(k) + (−1)σ1(k)u1(k)/S
1
max

S2(k + 1) = S2(k)− (−1)σ2(k)u2(k)/S
2
max

σ1(k + 1) =

{
σ1(k) if S1 ≤ S1(k + 1) ≤ S

1

−σ1(k) otherwise

σ2(k + 1) =

{
σ1(k) if S2 ≤ S2(k + 1) ≤ S

2

−σ2(k) otherwise
(11)

where Si is the SOC of the battery of the ith group. To simplify
notation, we express the system dynamics (11) in a compact
form: ηu(k + 1) = φu(ηu(k), uu(k))

Upon receiving the power budget for UPS P̂u(k) from the
power allocator, the data center should decide the operations
for UPS batteries in real time to follow the regulation signals.
Let g(ηu(k)) denote the feasible operation range for the UPS.
Using the UPS model proposed above, this tracking problem
can be expressed as follows:

min
uu(k)

|P̂u(k)−Hu(k)| (12)

subject to :

ηu(k + 1) = φu(ηu(k), uu(k)), and ηu(k) ∈ g(ηu(k)) (13)

The UPS batteries will follow the regulation signals by as-
signing feasible charging rates for charging or discharging
group. If the regulation signal is greater than or equal to 0,
the charging group is used, otherwise the discharging group
is employed.

D. Prioritized Power Allocation
Having developed the tracking controls for individual asset,

we now need to design a power allocation scheme to allocate
power to each asset. As illustrated in Fig. 2, once receives
a regulation signal, the power allocator will dispatch power
budgets to each asset in the following priority order: servers,
PEVs and UPSs. In other words, the power allocator first tries
to meet the regulation requirement using servers. PEVs are
only used in case the regulation signal is beyond the power
variation range of servers. If both servers and PEVs can not
satisfy the regulation requirement, UPS batteries will be in use
(Fig. 5).

Regulation 

signal 

Time 

Servers PEVs UPS 

Fig. 5. The prioritized power allocation policy. Servers are placed in the
center, followed by PEVs and UPS batteries.

It is worth mentioning that whichever asset placed in the
center layer of the proposed framework (Fig. 5) is subject to
substantial uncertainties, i.e., it will receive more adversary
regulation signals than the other two. Therefore, we place
servers in the center layer, as servers can instantaneously
follow the regulation signal at no cost. In addition, UPS
batteries are placed in the outermost layer to enlarge the
overall system capacity, which will be explained in detail in
Section IV.
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Fig. 4. (a): The dynamics of SOC of the batteries in the two groups. (b)-(c): The number of changes of current directions for the two groups.

IV. CAPACITY PLANNING LAYER

The capacity planning layer determines the day-ahead bid-
ding in an optimal and feasible sense. The key challenge is
to accurately estimate bidding parameters B(m) and C(m),
while taking into account the multi-layer interactions, tracking
and revenue performance and uncertainties. In this section, we
will first derive the variation range of the baseload for each
regulation asset, and then the regulation capacity that depends
on the baseload. The overall baseload and capacity for the
integrated framework can be constructed by adding individual
baseloads and capacities together, respectively.

A. Capacity Planning for Servers

According to (7), the aggregated power consumption of
servers is monotonically increasing with respect to the ag-
gregated frequency, the number of active servers, and the
workload arrival rates. The aggregated frequency is bounded
above by 1 and bounded below by response time constraints.
To derive the minimum CPU frequency fmin(m), we define
a scaling factor γ as:

γ(m) =
cNa(m)

λa(m)
(14)

where γ(m) indicates the redundancy in the number of active
servers. If γ(m) = 1, it means that all the active servers have
to be set to their maximum CPU frequencies to serve the
average workload. According to (3) and (14), a lower bound of
CPU frequency can be derived as f(k) > λ(k)

γ·λa(m) . Therefore,
the average minimum CPU frequency over the mth period is
fmin(m) > 1

γ .
In addition, as the response time must be less than its

tolerance, another necessary condition to ensure the desired
response time is that: 1

µc(k)
< Rs. Hence, we have the

following:

fmin(m) = max

{
1

cRs
,

1

γ(m)

}
(15)

For notation convenience, we express the aggregated pow-
er in the compact form: Ps(k) = ϕs(f(k), γ(m), λ(k)).
Let P (m, γ) and P (m, γ) be the maximum and minimum
power for the servers in the mth period, respectively. Then
it follows that P (m, γ) = ϕs(fmax(m), γ(m), λ̃a(m)) and
P (m, γ) = ϕs(fmin(m), γ(m), λ̃a(m)), where λ̃a(m) is the

average workload request during the mth hour. Therefore, the
variation range of aggregated server power can be modeled as:

P (m, γ) ≤ Bs(m, γ) ≤ P (m, γ) (16)

Cs(m, γ) = min
{
P (m, γ)−Bs(m, γ), Bs(m, γ)− P (m, γ)

}
(17)

The author would like to comment that the above planning de-
cision is derived based on the aggregated power consumption
model (7), which is established upon the real time frequency
assignment rule (6). Therefore, the accuracy of the capacity
planning estimation is closely associated with the real time
control design.

B. Capacity Planning for PEVs

Consider a scenario where Np PEVs arrive at or depart
from the data center according to a stochastic process over a
planning horizon H . The ith PEV is called on-site at time tk if
toi ≤ tk ≤ tdi, where toi and tdi are the arrival and departure
times of the ith PEV, respectively. Let Ñon(m) represent the
average number of on-site PEVs over the mth decision period.
The baseload of the PEVs Bp(m) is then bounded above by
the number of on-site cars:

Bp(m) ≤ Ñon(m)×Rm (18)

and bounded below by the charging deadline constraints. To
derive this lower bound, we define the so-called last minute
policy that postpones all the deferrable loads of each decision
period. In other words, under this charging strategy every
vehicle waits to be served until it can not be deferred any
more. Let D(m) be the power consumption of the PEV fleet
in correspondence to the last minute policy, where m =
1, 2, . . . ,H . Define the accumulated energy planning sequence
as D̃c(m) =

∑m
i=1 D(i), m = 1, 2, . . . ,H . According to the

definition of the last minute policy, the following is a necessary
condition to ensure that the charging deadlines are met:

m∑
i=1

Bp(i) ≥ D̃c(m) (19)

for m = 1, 2, . . . , H . Notice that the above constraint (19) is
accurate as it is well aligned with the PEV charging policy
proposed in the real time control layer, which charges the
PEVs according to their remaining time to deadline. Under
other real time control strategies, inequality (19) may fail
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to meet all the charging deadlines. To this end, we have
derived the variation range for Bp(m) given by (18) and (19),
and the maximum capacity for a given Bp(m) is Cp(m) =

min
{
Bp(m), Ñon(m)×Rm −Bp(m)

}
.

C. Capacity Planning for UPSs
Let Ei(m) denote the charged/discharged energy of the ith

UPS battery group during the mth period. Let Si(m) be the
SOC of the ith group at the beginning of the planning period
m. Define θ1(m) as the operation state (on/off) of the ith
group during the mth period. Based on the UPS real time
control model (11), we can derive the following UPS capacity
planning model:

S1(m+ 1) = S1(m) + (−1)θ1(m)E1(m)/S1
max

S2(m+ 1) = S2(m)− (−1)θ2(m)E2(m)/S2
max

θ1(m+ 1) =

{
θ1(m) if S1 ≤ S1(m+ 1) ≤ S

1

−θ1(m) otherwise

θ2(m+ 1) =

{
θ1(m) if S2 ≤ S2(m+ 1) ≤ S

2

−θ2(m) otherwise
(20)

where Si
max is the maximum battery capacity of the ith

group. Let Eu(m) = [E1(m), E2(m)]T and y(m) =
[S1(m), S2(m), θ1(m), θ2(m)]T . To simplify notation, we ex-
press the capacity planning model (20) in a more compact
form:

y(m+ 1) = ϕu(y(m), Eu(m)) (21)

For the capacity planning problem, we also need to de-
termine the variation range of the charged/discharged en-
ergy Ei(m). If we assume that Ei(m) can be varied in
[0, Ei

max(m)], in our case Ei
max(m) can be derived based on

Fig. 4:

E1
max(m) =

{
min(R1

c , S
1
max(m)− E1(m)) if θ1(m) = 0

min(R1
d, E1(m)) if θ1(m) = 1

E2
max(m) =

{
min(R2

d, E2(m)) if θ2(m) = 0

min(R2
c , S

2
max(m)− E2(m)) if θ2(m) = 1

Therefore, the variation range of Ei(m) depends on the state
of the UPS batteries y(m), which can be captured by:

Eu(m) ∈ G(y(m)) (22)

and the baseload is as follows:

Bu(m) = (−1)θ1(m)E1(m)− (−1)θ2(m)E2(m) (23)

To derive Cu(m), we observe that the probability distribu-
tion of the normalized regulation signal û(k) [37] (between -1
and 1) can be well approximated by Gaussian Distribution, as
shown in Fig. 6. Therefore, we can obtain the expectation
of the planning decision Eu(m) for a given Cu(m). As
an illustrating example, consider the case where group 2 is
discharging. Omitting the m index for all the capacities and
baseloads, we have the following:

E2(m) =

∫ −Cs+Cp+Bu
Cs+Cp+Cu

−1

(Bu + Cû+ Cs + Cp)τ(û)dû (24)

-1 -0.5 0 0.5 1
0
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2

3

4

5x 10
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P
ro
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it
y

Real Probability Distribution

Approximation by Gaussian Distribution

Fig. 6. The probability distribution of regulation signals normalized between
-1 and 1. It can be well approximated by Gaussian distribution.
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0 
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Fig. 7. The allocation of regulation signals and its effect on the capacity
planning for UPS.

The regulation capacity of UPS Cu(m) can be obtained using
Equation (24) for any given Eu(m).

Let Case 1 be the above capacity planning, and compare
it with Case 2, where all the regulation assets are managed
separately. Let E′

2(m) represent the planning decision for
Case 2. Then we can derive the following:

E′
2(m) =

∫ −Bu
Cu

−1

(Bu + Cuû)τ(û)dû (25)

It can be verified that |E′
2(m)| > |E2(m)| under the condition

Cu(m) ≥ Bu(m). The analysis for the charging group follows
the same line. The above observation indicates that Case 1
provides a larger regulation capacity than Case 2 given the
same Eu(m). Notice that this conclusion only holds when UPS
batteries are placed in the outermost layer (Fig. 7). In addition,
as servers and PEVs do not have a discharging group, if they
are placed in the outer layer in Fig. 7, Case 1 and Case 2 will
provide the same regulation capacity. Therefore, altering the
order of priority will lead to a smaller capacity.

D. Energy Planning Problem

Based on previous discussion, the cost function can be
decomposed as:

L(γ(m), Bp(m), Eu(m)) = Ls(Bs(m, γ)) + Lp(Bp(m))

+Lu(Eu(m), Cu(m, γ,Bp(m), Eu(m))) (26)

where Ls, Lp and Lu are the cost due to servers, PEVs, and
UPS batteries, respectively.
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The overall problem is to minimize this cost function subject
to all the operational constraints. Unfortunately, this function
does not possess a nice analytical form: it is nonlinear, non-
convex, and Lu does not even have an analytical expression.
The optimal planning decision can be made through dynamic
programming, but the complexity issue arises as the decision
variable has 6 dimensions. An alternative approach is to solve
the problem using numerical optimization. However, it suffers
from initial guess and local minimum. Therefore, we propose
a solution strategy that is consistent with the tracking layer
control: first, we minimize the electricity cost due to servers
and derive the optimal scaling factor by solving the following
problem:

min
γ(m)

M∑
m=1

Ls(Bs(m, γ)) (27)

subject to:

P (m, γ) ≤ Bs(m, γ) ≤ P (m, γ) (28)

Second, the electricity cost of PEVs Lp(Bp(m)) can be mini-
mized in a similar way under the following linear constraints:

Bp(m) ≤ Ñon(m)×Rm∑m
i=1 Bp(i) ≥ D̃c(m)∑M
i=1 Bp(i) = ẼT

(29)

Third, using the solutions of the first two steps as inputs,
we solve the following optimization problem using dynamic
programming:

min
Eu(m)

M∑
m=1

Lu(m, γ,Bp(m), Eu(m)) (30)

subject to:{
yu(m+ 1) = ϕu(yu(m), Eu(m))

Eu(m) ∈ G(yu(m))

The procedure to obtain the planning decisions is summa-
rized in Algorithm 1.

Algorithm 1 Capaicty Planning Problem.
Input: System model for capacity planning.
Output: The planning decisions B(m), C(m).
1: Minimize Ls(Bs(m, γ)) over γ(m) subject to nonlinear

constraints P (m, γ) ≤ Bs(m, γ) ≤ P (m, γ), and derive
Bs(m) and Cs(m).

2: Minimize Lp(Bp(m)) over Bp(m) subject to the linear
constraints (29), and derive Bp(m).

3: Using γ(m) and Bp(m), solve optimization problem (30)
with dynamic programming:

4: Construct the overall baseload as B(m) = Bs(m) +
Bp(m) +Bu(m).

5: Construct the overall capacity as C(m) = Cs(m) +
Cp(m) + Cu(m).

V. SIMULATION

In this section we will validate the model and energy man-
agement framework and solve the capacity planning problem
using real regulation and workload traces. Simulation results
will be compared with other solutions that do not consider
the joint management of multiple regulation assets or the two-
market interactions.

A. Simulation Setup

Consider a data center of 6000 servers with a critical
power of 1.5MW . We randomly generate 6000 pairs of
(αi, βi) ranging from 120 to 130 [38] representing the power
coefficients of the 6000 heterogeneous servers. Assume that
aside from supporting power for servers, the data center has
two UPS batteries that can be deployed to provide regulation,
each of which is 500kWh of capacity and 450kW of maxi-
mum charging or discharging power [39]. The response time
tolerance is set at 0.006s. The workload trace is obtained from
Google [40], and we assume that the employees of the data
center have a fleet of 200 PEVs. Here we consider a charging
scenario where all the vehicles get charged during the work
time. More specifically, all the PEVs arrive at the data center
parking lot and plug in between 7:00 a.m. and 9:00 a.m., and
depart between 16:00 p.m. and 18:00 p.m.. According to the
service agreement between the data center and PEV owners,
the data center shall coordinate all the PEVs to participate in
the regulation market and has to finish charging before the
specific deadlines.

Type # Power Battery Range Battery Capacity
Mitsubishi i-MiEV 4(KW) 62(Miles) 16(kWh)

Honda Fit 6(KW) 75(Miles) 20(kWh)
Nissan Leaf 6.6(KW) 75(Miles) 24(kWh)

Toyota RAV4 7(KW) 103(Miles) 41.3(kWh)

TABLE I
FOUR TYPES OF PEVS CONSIDERED IN THE SIMULATION

For the energy planning problem, we use the Locational
Marginal Price of PJM from October 8, 2012, 8:00 a.m. to
October 9, 2012, 8:00 a.m. [41], the regulation price from
October 8, 2012, 8:00 a.m. to October 9, 2012, 8:00 a.m.,
and regulation signal traces from March 1, 2012, 8:00 a.m.
to March 2, 2012, 8:00 a.m. [42]. The parameters we need to
estimate are: workload of each hour λ̃a(m), last minute curve
D̃c(m), number of on-site cars of each hour Ñon(m) and the
total charging demand of the entire day ẼT . In the simulations,
we assume the knowledge of hourly average workload and
derive λ̃a(m) based on historical data [40]. As to PEVs, we
assume that the arrival times of PEVs are uniformly distributed
between 8:00 AM and 10:00 AM, and the departure times are
uniformly distributed between 4:00 PM and 6:00 PM. Each
car has the equal probability of being one of the 4 types
of cars in Table I. Thus the number of on-site cars, the last
minute curve and the total charging demand can be generated
accordingly, e.g., if there are 100 PEVs in total, Ñon(1) = 33.
The estimation may deviate from its realizations, and the
proposed framework addresses those uncertainties in real time
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Fig. 8. The planning decisions of servers. γ is the scaling factor that indicates
the number of active servers. Our planning solution finds the balance between
these two markets and achieves maximized overall profits.
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Fig. 9. The planning decisions of PEVs. The planning decision simulta-
neously follows the energy price and regulation price for maximized overall
profits.

by jointly managing multiple assets. There are various ways to
predict workload and PEVs [43], [44], [45]. In this paper we
only need to know a few uncertain values at the aggregated
level on an hourly basis, which can be accurately estimated
based on historical data. Other detailed individual uncertainties
(the arrivals of the individual PEV, the workload requests of
the 5-minute period, etc.) do not affect the capacity planning
problem.

B. Capacity Planning Decisions

We solve the energy planning problem using Algorithm I,
and present the capacity planning decisions in Fig. 8-10. Fig.
8 shows the planning decisions of servers. The scaling factor
γ is much higher than usual in 3:00 p.m. and 12:00 a.m.,
when the regulation is expensive while energy is cheap, and
the same conclusion can be drawn for the other two assets. We
can conclude that all the regulation assets follow the regulation
and energy prices to maximize the overall revenue.

In addition, we compare the proposed scheme with two
baselines to demonstrate the advantage of our approach.

First we compare the proposed power management frame-
work with our early paper [46], where servers, PEVs and
UPSs are jointly managed to participate into the regulation
market in a heuristic way, and the two-market interactions are
neglected. We call this Baseline I . In this base scenario, we
assume γ to be 1.3 throughout the planning horizon; the total
charging demand of the PEVs are estimated and evenly allo-
cated throughout the entire operation day; the UPS batteries
are operated to complete one cycle (including charging and
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Fig. 10. The planning decisions of UPS. The planning decision simulta-
neously follows the energy price and regulation price for maximized overall
profits.

Cost($)/day servers PEVs UPSs Total
Baseline I 572 -33.7 -327 211.5

Proposed approach 558 -121 -471 -34

TABLE II
COMPARISON OF BASELINE I AND THE PROPOSED SYSTEMATIC

APPROACH. THE PROPOSED APPROACH OUTPERFORMS BASELINE I FOR
ALL THE REGULATION ASSETS.

discharging) per day. For more details, please refer to [46].
The simulation results in Table II indicates that considering
the joint management of multiple assets and the interactions
between the two markets leads to a better result than neglecting
the interactions between these assets and markets. It improves
the overall profitability for servers, PEVs, and UPS by 2.4%,
259.1%, and 44.0%, respectively. Moreover, by considering
these interactions, the regulation profits from PEVs and UPSs
are larger than the energy cost of all the computer servers.

Now consider another scenario where the two-market inter-
actions are considered, while the three regulation resources are
planned and controlled separately. In other words, the planning
of UPSs does not take into account the planning decision
of the other two, thus all the regulation assets equally share
the uncertainties of regulation signal. We call this approach
Baseline II. The simulation result in Fig. 11 demonstrates
that coupling different regulation assets always provides more
regulation capacity than planning them individually. By jointly
considering different regulation resources, the regulation ca-
pacity is increased by 25.0% on average.

Moreover, we run the simulation for multiple days (October
01, 2012 to October 10, 2012), and present the electricity cost
of both Baseline II and the proposed framework in Fig. 13.
It can be observed that the electricity cost of the proposed
framework is consistently less than Baseline II throughout
the 10-day period. Therefore, the simulation results clearly
demonstrate the advantage of the integrated control framework
under different values of LMPs and regulation prices.

C. Tracking Performance with Estimation Error

Using the capacity planning decision, we perform the
closed-loop simulation with the proposed real time control
strategy. The percentage tracking error is calculated every 5
minutes, and presented in Fig. 12. The proposed framework
has a mean percentage error of less than 1%, which demon-
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Fig. 11. Comparison of regulation capacity between Baseline II and our
proposed approach. The proposed approach provides more regulation capacity
than Baseline II.
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Fig. 12. Percentage real time tracking error.

strates that the regulation assets can very accurately follow
the regulation signal on average. It is worth pointing out that
the total power consumption of all the regulation assets is
fairly small at around 4 a.m.. Therefore, the percentage error
is relatively larger during this period. However, as regulation
markets generally allows for 5% average tracking error [47],
occasional violations over short period are acceptable.

In addition, we evaluate the tracking performance of the
proposed approach in presence of some estimation error. To
this end, we assume that all the estimated parameters (λ̃a(m),
D̃c(m), Ñon(m), ẼT ) have a random error of 10%, e.g.,
λ̃a(m) is either 10% more or 10% less than its real value. The
percentage tracking error is presented in Fig. 14, and the av-
erage value is 1.67%. The simulation result demonstrates that
although the estimation error is 10%, the tracking performance
is not significantly degraded. This property is attributed to the
integrated control. In our control framework the power budget
that one asset fails to meet can be picked up by other regulation
resources. Therefore, the entire system is more robust against
inaccurate capacity planning.

Furthermore, to elaborate on the importance of the joint
management of PEVs and the data center, we compare the
tracking performance of the PEVs and the data center when
they are separately managed with that of the joint management
case in presence of 10% estimation error. Simulation results
are presented in Fig. 15. As the PEVs are only on-site during
work hours, we only present the results between 8:00 a.m. and
6:00 p.m.. It is clear that jointly managing the data center and
the PEVs can significantly improve tracking performance than
managing the assets separately.
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Fig. 13. Electricity cost of Baseline II and the proposed power management
framework for multiple days. Joint management of multiple assets leads to a
smaller electricity cost.
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Fig. 14. Percentage real time tracking error with 10% estimation error.

VI. CONCLUSION

In this paper we present a two-layer control framework
that coordinates data center servers, PEVs, and UPSs to
provide frequency regulation service to the grid. Our control
framework addresses the trade-off between the regulation
market and energy market. It accurately captures the system
capabilities and provides the planning decision that can be
achieved by the real time tracking controller. Interactions
between different regulation resources are introduced to obtain
extra regulation capacity. Realistic simulations are performed
to show that considering the interactions between different reg-
ulation assets leads to a better result than other solutions that
neglect such interactions. Future work includes simplifying the
UPS model, and extending the proposed framework to other
demand response programs.
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