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Abstract—Server overheating has become a well-known issue
in today’s data centers that host a large number of high-density
servers. The current practice of server overheating detection is
to monitor the server inlet temperature with the temperature
sensor on the server enclosure, or the CPU temperature with ondie thermal sensors. However, this is in contrast to the fact that
different components in a server may have different overheating
thresholds, which are closely related to their respective thermal
failure rates and expected lifetimes. Moreover, the thermal correlation between the inlet (or CPU) and other server components
can be different for every server model. As a result, relying on the
single inlet or CPU temperature for server overheating detection
is over-simplistic, which may lead to either degraded detection
performance or false alarms that can result in excessive cooling
power, leading to unnecessarily low inlet temperature.
In this paper, we propose a model-based approach that leverages thermal dynamics to intelligently choose sensor placement
locations for precise overheating server component detection.
We first formulate the detection problem as a constrained
optimization problem. We then adopt Computational Fluid Dynamics (CFD) to establish the thermal model and analyze the
thermal status of the server enclosure under various overheating
conditions, such as inlet overheating, fan failures and CPU
overloading. Based on the CFD analysis, we apply data fusion and
advanced optimization techniques to find a near-optimal solution
for sensor placement locations, such that the probability of detecting different overheating components is significantly improved.
Our empirical results on a real rack server testbed demonstrate
the detection performance of our solution. Extensive simulation
results also show that the proposed solution outperforms other
commonly used overheating monitoring solutions in terms of
detection probability and error rate.

I. I NTRODUCTION
In recent years, server overheating has become one of the
most important concerns in large-scale data centers. Due to the
considerations such as real estate and integrated management,
data centers continue to increase their computing capabilities
by deploying high-density servers (e.g., blade servers). As a
result, the increasingly high server and thus power densities
can lead to some serious problems. First, the reduced server
space may result in a greater probability of thermal failures
for various components within the servers, such as processors,
hard disks, and memories. Such failures may cause undesired
server shutdowns and service disruption. Second, even though
some components may not fail immediately, their lifetimes
may be significantly reduced due to overheating. It is reported
in [1][2][3] that the lifetime of an electronic device decreases
exponentially with the increase of the operating temperature.
Finally, the generated heat dissipation can also lead to negative
environmental implications. Therefore, it is important for each
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server component to run at a temperature below its overheating
threshold.
However, in today’s data centers, how to precisely detect
whether any component in a server is overheating remains an
open question. The current practice of detecting and monitoring an overheating server can be divided into two categories.
The first category is a coarse-grained approach that only uses
the temperature at a proxy component, e.g. CPU [4] or at
a fixed location, e.g. the server inlet, for server overheating
monitoring. This is in contrast to the fact that different components in a server may have different overheating thresholds,
which are closely related to their respective thermal failure
rates and expected lifetimes. Relying on a single threshold at
the server inlet or at the proxy component is therefore oversimplistic, because the thermal correlation between the inlet
(or the proxy component) and each server component can be
different for every server model. As a result, monitoring only
the inlet temperature or a proxy component, such as the CPU,
may lead to either missed detection of overheating for the
components other than CPU, resulting in a degraded system
lifetime or false alarms that result in excessive cooling power
to unnecessarily lower the inlet temperature.
The second category of server thermal monitoring approach
assumes that each different component has its own builtin thermal sensor. Extensive research [5][6][7][8] of server
thermal management has recently been conducted based on
this assumption. Unfortunately, today’s high-density severs are
not equipped with a thermal sensor on every component. In
most servers, only the processors have on-die sensors while
some memory chips may also have built-in sensors. Therefore,
it is important to provide a mechanism for measuring the
temperatures of other components (e.g., hard disk, network
chips), such that the previously proposed thermal management
schemes can work effectively. More importantly, even if every
component has its own thermal sensor, those sensors are used
only for the control loops of those components in an isolated
way. As a result, they cannot provide a system-level thermal
picture that can help the fan system of the server and the
cooling systems in the data center to efficiently cool down
overheating components. Furthermore, low-end sensors used
in server components commonly have measurement noises
and hardware biases that may lead to failed detection or
false alarms. Recent studies [9][10] have shown that the
collaborative data fusion of multiple sensors can significantly
improve the detection accuracy. Therefore, it is preferable to
have server-level thermal monitoring with multiple sensors that

can precisely detect overheating components.
In this paper, we propose to leverage the thermal dynamics
in a server to intelligently place sensors for precise overheating
server components detection. Our sensor placement solution
features a model-based approach, which adopts Computational
Fluid Dynamics (CFD) as a theoretical foundation to establish
the thermal model and analyze the thermal status of the
server enclosure under various overheating conditions. CFD
is a powerful mechanical fluid dynamic analysis approach
and is widely used to analyze the fluid dynamics in various engineering fields, such as aircraft engine design and
thermal analysis for buildings. CFD has already been used
by computer system packaging designers to make intelligent
decisions on server component layout design, but not yet for
sensor placement in the server box. While CFD-based thermal
monitoring has shown promise, a key limitation of CFD is
its high computation overhead. As a result, CFD cannot be
effectively used to report thermal emergencies in real time.
In this work, we propose to use CFD to analyze the thermal
dynamics offline and then optimally place sensors based on
the analysis results to conduct online overheating detection.
Such an integrated approach can enable us to achieve the
benefits of both the systematic modeling of thermal dynamics
(from CFD), as well as online measurement calibration and
fast responsiveness (from sensors). Our solution provides a
way to equip external sensors on the existing servers deployed
in data centers for more accurate overheating monitoring. The
proposed solution can also be used on future servers to place
more sensors on the motherboard during the design phase.
In our integrated thermal monitoring solution, we first use
CFD to model the thermal environment of a given rack
server box under different overheating conditions, including
inlet overheating, fan failure and CPU overloading. We then
calculate the most correlated regions in the server box for each
specific component by correlation analysis. Accordingly, for a
given number of sensors, we seek to place them in the server
box such that the overheating components can be detected with
the maximum detection probability, while the error rate of the
detection can be bounded. We formulate this problem as a
constrained optimization problem. Based on the CFD analysis,
we design a heuristic algorithm to find a near-optimal sensor
placement solution. In our algorithm, we apply data fusion
techniques to allow sensors to make collaborative detection
decisions of server component overheating. Specifically, the
contributions of this paper are four-fold.
• While the current thermal monitoring solutions rely on
simplistic sensor placement, i.e., a single sensor at the
inlet or the CPU, we propose a novel sensor placement
scheme to intelligently place sensors for maximized overheating detection probabilities of each server component
of interest.
• We use CFD analysis as a theoretic foundation to design our proposed sensor placement scheme. Our CFD
analysis models the thermal dynamics of a rack server
box in various overheating scenarios, including inlet
overheating, CPU overloading, and fan failure.

We formulate optimal sensor placement as a constrained
optimization problem and propose a heuristic algorithm
to find a near-optimal solution. Temperature correlation
analysis is conducted to find the most correlated regions
for each server component.
• We evaluate our sensor placement scheme in a real-world
rack server box. Both our empirical and simulation results
demonstrate that our placement solution can significantly
improve hot server detection performance.
The remainder of this paper is organized as follows. Section
II highlights the distinction of our work by discussing related
work. Section III presents the data fusion model, the formulation of the server overheating detection problem, as well as the
temperature threshold setting for each different components.
Section IV introduces the fundamentals of the Computational
Fluid Dynamics approach and provides an example of how
to model a rack server box. Section V elaborates on how to
use the analytical results from CFD in our sensor placement
problem and proposes a heuristic algorithm to solve the problem. In Section VI, we introduce our experiment methodology
and then evaluate our sensor placement scheme using both
simulation and experiments on hardware testbed. Section VII
concludes the paper and discusses the possible future work.
•

II. R ELATED W ORK
Thermal management for computer systems has been widely
studied in the past. Skadron et al. have proposed a temperatureaware microprocessor management tool, HotSpot [11], which
uses thermal resistances and capacitances to model the temperature of microprocessors. Performance and thermal behaviors of storage systems are extensively studied in [12],
which identifies the knob for temperature optimization of high
speed disks. Lin et al. [8] have proposed a software thermal
management scheme for DRAM Memory, which has been
implemented on real machines. However, few studies have
been done on the joint thermal monitoring and management
across different system components. Jeohwang et al. have
modeled the thermal profile for an operating server system
and a rack in [13] to provide a bridge between the individual
component thermal status and data center thermal profile.
Different from all the previous work that addresses a single
component individually, our work focuses on the joint thermal
monitoring of multiple components in a single rack server
system.
Sensors have been deployed to conduct thermal management in computer systems. The existing thermal management
with sensors can be categorized into two classes. The first
class is to deploy sensors in server rooms and large data
centers for environment temperature monitoring. For example,
a hybrid wired and wireless sensor network is used in [14]
for data center thermal monitoring. Sensors are also used
in [9] to detect the overheating servers at the single system
level. The second class is to deploy sensors inside or around
different computer components for a specific component thermal monitoring. For example, the current CPU temperature
thermal management schemes deploy on-die thermal sensors

to monitor the CPU temperature at runtime [15]. Temperature
sensor circuits have also been adopted in the DRAM design
to provide thermal monitoring for memory chips [16]. Chip
level thermal profile is also studied in [17] by using runtime
temperature sensor readings. Our work is different from all
the aforementioned research. We use Computational Fluid
Dynamics (CFD) and temperature correlation of different
components to guide sensor placement, such that the efficiency
of the thermal emergency detection can be maximized.
Different sensor deployment approaches for improved monitoring and detection performance have also been studied
before. A sensor placement scheme based on the Multivariate
Gaussian Process model is proposed in [18]. Though it provides informative monitoring results, an offline training stage
before the actual deployment is required. This is not feasible
for thermal monitoring of production server systems because
thermal emergency should not be created for the collection of
the training data. A fast sensor placement approach for fusionbased target detection is also proposed in [10] to minimize the
number of deployed sensors while achieving assured detection
performance. Different from the aforementioned work, we propose a new model-based sensor deployment approach, which
leverages the theoretical computational results from CFD to
maximize the detection performance of server component
thermal emergency.
III. OVERHEATING S ERVER C OMPONENT D ETECTION
In this section, we first introduce the detection model for
overheating server components. We then formulate overheating
server component detection as a constrained optimization
problem. Lastly, we introduce how to set the overheating
temperature threshold for each component.
A. Overheating Component Detection Model
In the design of a computer system, it is always desirable to
optimize the cooling efficiency of the system. However, due
to the difference in functionalities and the variance in manufacturing processes, each component in the system usually
requires a different safe operating environment temperature.
Therefore, in order for the computer system to operate more
efficiently and safely, the operating environment temperature
of each component should be monitored separately based
on their own requirement. Ideally, individual thermal monitoring and cooling mechanism should be provided to each
single component. For example, the current design of CPU
incorporates on-die thermal sensors, such that the temperature
of the CPU chip can be monitored at runtime. Moreover,
a heat sink is usually attached on top of the CPU chip to
increase the air flow rate over CPU, such that the cooling
efficiency can be improved. Unfortunately, there is usually no
such on-die sensor embedded onto other components, such as
memory chip and network chip, etc. Therefore, new techniques
are needed to monitor the operating environment of all the
components, such that their overheating conditions can be
detected and reported promptly. In this paper, we propose
to place additional sensors into the computer system box to

monitor the operating environment temperatures of all the
components in the computer system.
With all the components and cooling equipments running,
the thermal environment inside a computer box is complex,
which could cause more noise in the sensor readings. Furthermore, the number of sensors that can be placed into a highdensity server box is limited, as one wants to maximize the
space utilization for all kinds of server components and avoid
complex wiring and costly installation in the already compact
server box. Thus, the additional sensor nodes added to the
server box should collaborate with each other to maximize
their utility. To address these challenges, we adopt Data Fusion
[19], a widely adopted collaborative sensing technique, to
jointly process noise data from multiple sensors.
It is clear that temperatures at distant locations from a
component are less likely to be correlated with the ambient temperature of that component. Therefore, we define a
f usion region for each monitored component as a disc with
a f usion radius R, where each monitored component is
located at the center of that disc. The sensors within the
fusion region of a monitored component should collaborate to
make the overheating detection decision for that component.
Moreover, because of the complex air flows inside the system,
temperatures at different locations within the fusion region
have different correlation with the ambient temperature of the
monitored component. For example, based on the air flow direction, the temperatures at locations behind the CPU are more
correlated with CPU ambient temperature, compared with the
temperatures at the locations in front of the CPU. Therefore,
we further define a correlation threshold T h(i, j) for each
pair of location i and component location j. To contribute to
the ambient temperature monitoring for component j, sensors
should be placed at location i within the fusion radius of
component j, where the correlation value should be larger
than T h(i, j).
To decide the ambient temperature at the monitored component location, we adopt a data fusion scheme which calculates
the average temperature of all the reported temperatures from
sensors that meet the above two criteria. We compare the
average temperature value with a detection threshold ηj . If the
average temperature is higher than the threshold, the decision
of a component being operating in an overheating environment
is positive. The ambient temperature, Tj , of component j can
be derived from the temperature reading, Ti , at the location
(xi , yi ) of sensor i. The approach we use to derive the
temperature Tj is explained in Section V-B. For now, we
just denote this derivation as Tj = fj (Ti ). Measurement
noise is usually included in the sensor readings. Denote the
measurement noise strength measured by sensor i as Ni , which
follows the zero-mean normal distribution with a variance
of σ 2 , i.e., Ni ∼ N (0, σ 2 ) [18]. We assume that all the
temperature sensors are identical, such that they follow the
same measurement distribution. The final reported temperature
for the location of component j can be presented as
Tj = f (T (xi , yi )) + Ni2

(1)

where Ni2 is the noise in energy form. The noise is taken
out from the transformation since it is additive to the real
temperature readings.
Assuming there are nj sensors within the data fusion group
of a component at location j, the detection probability of that
location being overheating can be calculated as
)
(
nj
1 ∑
fj (T (xi , yi )) + Ni2 > ηj
PDj = P
(2)
nj i=1

equation, we can obtain the threshold that satisfies the false
alarm rate bound while maximizing the detection probability.
From Equation (4) we know that PDj decreases when ηj
increases. Therefore, to maximize the detection probability,
we remove the inequality in the constraint and only use the
lower bound α. Hence, ηj can be calculated as

where ηj is the detection threshold of overheating for the
component at location j. Because of the measurement noise
from the sensor device, ηj includes both the real temperature
threshold for a component, denoted as Cj , and the measurement noise. With a high noise level from the measurement, a
detection system is likely to report a false alarm when there
is no real event. In our case, we define the false alarm rate
when the environment of the monitored component is actually
not overheating as follows
(
)
nj
)
1 ∑( 2
PFj = P
Ni + Cj > ηj
(3)
nj i=1

C. Component Temperature Threshold
Before solving the problem in Section III-B, we need to
set the overheating threshold for each components in the
system. Among all the factors that contribute to the lifetime
of semiconductor devices, operating junction temperature, i.e.,
the highest temperature inside the semiconductor device, is
a critical deciding factor. With a higher junction temperature, devices tend to fail sooner. There has been research
[11][1] studying the temperature-induced failure mechanisms
of semiconductor devices. In most of the models studied, the
operating junction temperature shows an exponential impact
on the failure rate λ of a device, which is:
Ea
λ ∝ exp(−
)
(9)
kTJ

We∑
assume Gaussian Noise, i.e., Ni /σ ∼ N (0, 1). Therenj
fore, i=1
(Ni /σ)2 follows the Chi-square distribution with
nj degrees of freedom, denoted as χnj (·). Hence, Equations
(2) and (3) can be modified as follows
(
)
nj
nj ηj − Σi=1
fj (T (xi , yi ))
(4)
PDj = 1 − χnj
σ2
)
(
nj (ηj − Cj )
PFj = 1 − χnj
(5)
σ2
B. Problem Formulation
We assume that there are M components in a computer
server, whose operating ambient temperatures need to be
monitored. Given N sensors, (N ≤ M ), we need to find
the placement of these N sensors such that we can detect
the overheating emergency at any of the M locations with
the highest possible confidence. We assume N ≤ M is
because it is preferable to place as few sensors as possible
in the server box for thermal monitoring purpose, considering
the complexity and high cost of the wiring design on the
mother board. Our goal is to maximize the average detection
probability of all the monitored locations
1 ∑
max
PDj
(6)
M
1≤j≤M

subject to the following constraint
PFj ≤ α ∀1 ≤ j ≤ M

(7)

where α is the tolerable detection false alarm rate bound. We
note that the false alarm rate needs to be bounded in many
practical scenarios in order to reduce the waste of system
resources. For a certain sensor placement, PFj ≤ α is a necessary condition in our problem. By Equation (5), we convert
σ 2 χ−1
n (1−α)

j
the constraint in Equation (7) to ηj ≥
+ Cj , a
nj
constraint for the detection threshold ηj at monitored location
j, where χ−1 (·) is the inverse function of χ(·). Using this

ηj =

σ 2 χ−1
nj (1 − α)
nj

+ Cj

(8)

where k is the Boltzmann’s Constant, 8.6eV /K. Ea and TJ
are the activation energy of electromigration and the operating
junction temperature, respectively. The common activation
energy for Al and Al with silicon is 0.6eV .
Hardware components from manufacturers often come with
a warranty time. For example, both Intel and AMD sell their
products with a three-year warranty package. Note that this
warranty time indicates the time period that the device should
work properly without hard intrinsic failures, even running
under extreme conditions within the specification. However,
as a common practice, computer systems usually serve for a
longer period of time than three years with upgrades to some
components, such as adding new disks for larger storage space.
To extend the working time, we need to lower the operating
ambient temperature threshold of each component. Given the
extended lifetime requirement t′ and the lifetime requirement
t under warranty, we can use Equation (9) to calculate the new
operating junction temperature threshold TJ′ as
1
k
t′
1
=
ln(
)+
(10)
′
TJ
Ea
t
TJ
In this work, we use sensors to monitor the temperature of
the operating environment, which is the ambient temperature
of a working component. The ambient temperature TA can be
calculated using junction temperature Tj in Equation 9 as
TA = TJ − P × θJA

(11)

where P is the operating power of the device and θJA is the
junction-to-ambient thermal resistance [20].
Based on all the above derivations and related values from
data sheets of different components, we set the operating
environment temperature threshold Cj for component j in
our work by one of the following three methods: 1) Directly
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Fig. 2. Colored temperature map (◦ C) of the DELL server running CPU
intensive benchmarks. The small black boxes indicate all the chips whose
temperatures need to be monitored. The large box in the middle is the CPU
sink. The four vertical short lines in the middle represent the four system
fans. The four horizontal thin blocks underneath the CPU sink represent the
memory modules. The temperature of the memory closest to the CPU sink is
also required to be monitored. Disk is on the left side of the graph.
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Fig. 1. The DELL PowerEdge 2950 2U rack server used in our hardware
testbed. The yellow boxes are the chips whose operating environment temperatures need to be monitored. The red dashed box in the lower picture
highlights the front panel assembly of the server. The red dashed box in the
upper picture highlights the temperature sensor used by the DELL server to
monitor the temperature at the inlet. Except CPU and Memory, chips need to
be monitored for temperature are indexed and highlighted with yellow boxes

taken from the datasheet. For some of the components in
the computer system, the maximum operating environment
temperature is listed in the datasheet or the manual. Figure 1
is the platform used in our experiment. It is a 2U DELL rack
server equipped with an AMD Opteron 2222SE Dual-Core
processor. The maximum operating temperature listed on the
datasheet for this type of CPU is 69◦ C. 2) Converted from the
junction temperature threshold. For example, the maximum
junction temperature and the junction-to-ambient thermal resistance for Lattice ispMACH CPLD chip in our system are
75◦ C and 41.8◦ C/W, respectively. Applying Equations (10)
and (11) with lifetime requirement of 7 years, we can get
the ambient threshold as 60◦ C. 3) For the unknown type of
chips or the chips whose datasheets are not available, we use
43◦ C, the default System Board Ambient Temperature setting
required by OpenManage, DELL’s server management tool.
IV. CFD M ODELING FOR S ERVER B OX AND C OMPONENTS
In this section, we first introduce Computational Fluid
Dynamics (CFD), the tool we use to analyze the thermal environment inside the server box. We then provide an example
to demonstrate how to model a server box and each of its
components in practice using Fluent [21], a widely used CFD
modeling software package.
A. CFD Modeling
CFD is a fluid mechanics approach that analyzes properties
of fluid flows based on numerical methods and algorithms.
The key for CFD modeling is to solve the governing transport
equations represented in the following conservation law form:
∂ρϕ ∂ρUj ϕ
∂
∂ϕ
+
=
(Γϕ,ef f
) + Sϕ
∂t
∂xj
∂xj
∂xj

(12)

where ϕ represents different parameters such as mass, velocity,
temperature or turbulence properties; ρ is the fluid (air) density; t is the time for transient simulations; xj is the coordinate

variable for x, y or z with j being 1, 2 or 3; Uj is the velocity
in different directions; Γ is the diffusion coefficient; and S is
the source for the particular variable. For example, when ϕ
is the air temperature, S stands for the volumetric heat rate
from a source component. The four equation terms represent
transient, convection, diffusion, and source parts of transport
phenomenon in the spatial domain [22].
The partial differential equations listed in Equation (12)
represent a system, where all the transport equations are
coupled together and require to be solved simultaneously. For
a complicated environment, such as a server enclosure, closedform solutions are hard to be found for the airflow and heat
transfer of the entire system. Therefore, the most fundamental
consideration in CFD is how to treat a continuous fluid in
a discretized fashion, such that numerical methods can be
applied to find the solutions. Most CFD software packages
apply the control volume method to find numerical solutions.
B. Example of Server Box CFD Modeling
Using CFD to perform a continuous fluid model requires
the discretization of the spatial domain into small cells. One
method to perform this discretization is to generate volumetric
grid. After the discretization, necessary boundary conditions
and suitable algorithms need to be applied to solve the
above-mentioned transport equations. Several popular software
packages, such as Fluent, FLOTHERM, Flovent and Phoenics,
can be used for CFD modeling purpose. In our project, we use
Fluent, a widely used CFD software package from ANSYS
Inc., to perform the geometry meshing and solution finding.
The CFD model we establish in this example is for the
DELL PowerEdge 2950 server box, shown in Figure 1. In
the first step, we use Gambit, which is a grid generator, to
perform the geometry establishment for this server. Basically,
we choose different geometric shapes and perform unification
or split to establish the geometric model for the entire server
based on the real measured scales. Then we add different
geometric shapes into the server box geometry to model
the server components, such as the system fan and CPU
sink, according to their geographic location and corresponding
scale. After all components are added into the geometric
model, we need to specify different boundary types, such as
the server walls, the fans, and the inlets/outlets of the server

box. The last step is to divide the entire geometric model into
smaller scale cells by applying geometry meshing in Gambit.
The grid size is a user-specific parameter. With a finer grid,
more accurate CFD modeling can be reached. However, a fine
grid increases the computational burden in the following stage
when the transport equations are solved by numerical methods.
We use 1mm as the grid size to mesh the geometry. Although
the CFD geometry model takes some time to generate because
of the complicated component layout in the server box, we
note that it is a one-time work that can be used for the analysis
on all different overheating conditions for the same server,
which is feasible for an offline sensor placement approach.
After meshing the entire server in Gambit, we export the
grid to the second software package, Fluent, to solve the
transport equations in Equation (12). Fluent requires all the
boundary conditions of our geometric model to be specified.
For example, we need to specify the power dissipation of each
heat dissipating components such as CPU, memory, disk and
all the other system chips. We also need to specify the inlet
temperature and the system fan speed. After all the parameters
are set up, the standard k-epsilon two-equation turbulence
model is chosen to simulate the turbulent flow. Each simulation
of one running condition takes about 20mins to finish. Figure
2 shows a colored cross-section temperature map after solving
the transport equations in Fluent. This is a scenario in which all
the components are running under the power setting specified
on their datasheets.
V. CFD-G UIDED S ENSOR P LACEMENT
In this section, we introduce how to use the results from the
CFD analysis to guide sensor placement inside the server box,
with the goal of maximizing the overheating detection probability for all the components. We then introduce a heuristic
algorithm for solving this detection probability maximization
problem.
A. Overview of Our Approach
Using CFD tools for our sensor placement in the server
box primarily involves two steps. In the first step, we establish a geometric model for the server box in Gambit, mesh
the geometry, and export the grid to Fluent. We then take
measurements for the incoming air temperature and air flow
rate at the inlet of the server. These measurements, along
with the power consumption of each component and the fan
speed, are the input parameters to Fluent. We repeat the first
step by tuning the actuating parameter of the overheating
scenarios to get multiple results of CFD analysis. For example,
in an overheating scenario caused by inlet overheating, we
change the inlet temperature to several different values to run
CFD analysis. Based on the CFD results with different inlet
temperatures, we obtain the temperature correlation between
any spatial location, defined by the CFD grid, and each
component location. We also use the CFD data to obtain an
approximation function for each spatial location and targeted
component location pair, such that the temperature at the
targeted location can be calculated from the temperature at
any spatial location with a high correlation.

In the second step, we feed the results from the CFD
analysis, including the overheating scenario temperature data
and the correlation data to our optimization algorithm to find
the best locations for sensor placement. We assume that our
sensor placement needs to monitor the temperature of the point
above the center of each component’s top face. To solve the
placement problem efficiently, we develop our algorithm based
on the Constrained Simulated Annealing approach [23]. The
algorithm is explained in detail in the following sections.
B. Component Ambient Temperature Function and Correlation
In Section III-A, we denote the reported temperature of
component at location j from sensor i by a relationship
Tj = fj (Ti ). Because of the complex fluid dynamics and
thermal distribution in the server box, the temperature at
location i can be very different from the temperature at
location j, even if the physical distance between the two
locations is short. Therefore, we need a function mapping
from Ti to Tj such that the temperature reading from sensor at
location i can be used to report the component temperature Tj .
We use the CFD analysis results from the last section to derive
this relationship mapping. We first repeat the CFD analysis
with different parameter settings. For example, in the inlet
overheating scenario, the inlet temperature is changed at different runs of the CFD analysis. Based on all the temperature
data from different runs of CFD, we establish a second-order
polynomial model to approximate the relationship between any
temperature Ti and the component temperature Tj as:
Tj = aj,i Ti2 + bj,i Ti + cj,i
(13)
We have also introduced in Section III-A that our sensor
placement scheme only places sensors at the locations that
have high temperature correlations to the monitored targets.
Therefore, we use the same set of CFD data as used in the
above function approximation to calculate the spatial correlation between the temperatures Ti and component temperature
Tj . Person’s Correlation is a widely adopted metric [24] that
calculates the degree of association between two variables.
Assuming that we have n sets of CFD data with different inlet
temperature settings, we can calculate Person’s Correlation
r(Ti , Tj ) by
Σnk=1 (Tik − Ti )(Tjk − Tj )
√
r(Ti , Tj ) = √
(14)
Σnk=1 (Tik − Ti )2 Σnk=1 (Tik − Ti )2
The polynomial function approximation and correlation
values are all inputs to the algorithm in the next section.
C. Sensor Placement Algorithm
Our goal is to find the optimal sensor placement locations in
the server box to maximize the average overheating probability
for all the monitored component locations. We propose to
use a nonlinear programming solver based on the Constrained
Simulated Annealing (CSA) algorithm [23]. CSA is an extension of the conventional Simulated Annealing algorithm for
solving the global constrained optimization problem with discrete variables. Theoretically, CSA can reach a global optimal
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Fig. 5. Average detection probability of the proposed CFD-guided solution and the baselines in the
proposed CFD-guided solution and the baselines in
the inlet overheating case (simulation).

Procedure 1 CFD-G UIDED S ENSOR P LACEMENT(D)
used for the performance evaluation on our hardware testbed.
Input: Sensor number N, Component Location list After that, the overheating component detection performance
x[K] and y[K], CF Ddata , Correlation data rdata , is evaluated in both simulation and hardware testbed experiments in three different overheating scenarios, including inlet
Overheating T hreshold List C[K]
overheating, fan failure, and CPU overloading.
Output: P lacement solution D
1: for j = 1 to K do
2:
x[j]min = xj − R; x[j]max = xj + R
A. Model Validation and Experiment Methodology
3:
y[j]min = yj − R; y[j]max = yj + R
To validate our server model in the CFD analysis, we place
4: end for
19 sensors into the server box. The server is placed in an
5: x′min = min(x[K]); x′max = max(x[K]);
isolated server room with a dedicated air conditioning system.
′
′
6: ymin
= min(y[K]); ymax
= max(y[K]);
We measure the temperature under a normal server running
7: (P, D)
condition, in which the server is running the SPEC CPU2006
′
′
8: = CSA(N, x′min , x′max , ymin
, ymax
, C[K], CF Ddata , rdata )benchmarks at an average temperature of 19.6◦ C at the inlet,
9: return D
with a 0.5◦ C fluctuation because of the air conditioning
actuation. The measurements are taken when the server is
running under stable thermal status with sensors placed in the
solution by converging asymptotically to a constrained global closed enclosure. The sensors we used for the real temperature
optimum with a probability of 1. However, a limitation of CSA measurement are the Telosb sensor motes [25]. We choose
is that its computational complexity grows exponentially with this type of sensors because we can collect the temperature
respect to the number of variables and the solution search readings from those sensors with wireless signal without openspace [23][10]. Therefore, before we apply CSA, we first ing the server enclosure. We note that our approach does not
reduce the search space of the algorithm by calculating the depend on a particular sensor type and can utilize either wired
plausible search space according to the component locations. or wireless communications (though wireless sensors can be
In our sensor placement problem, we propose to utilize sensors less intrusive to the already complicated server environment).
that are within the fusion range of a component location to col- Figure 3 shows the comparison between the CFD analysis
laboratively decide if the operating environment temperature temperature result and the testbed measurement result. We can
of that component is overheating. Therefore, the search space see that the temperature difference between CFD analysis and
is only plausible for that component if the sensor is placed real measurement is about 6.3% on average, which shows that
inside the fusion range R of that component. We aggregate our computational CFD result is sufficiently close to the real
all the plausible search spaces of each component together by temperature measurements. If a different type of sensors that
finding the maximum and minimum possible x and y values is smaller in size is used, the difference can be further reduced.
of a sensor. The aggregated region is then used as the search
There are totally five different sensor placement strategies
space for the sensor placement algorithm. The pseudo code that we evaluate across all the experiments. CF D-guided
of this algorithm is listed in Algorithm 1. Lines 1-6 calculate sensor placement is the placement approach we propose in
the plausible solution search region. Based on the CFD and this work to place sensors based on the analytical results
correlation analysis, i.e., CF Ddata and rdata , lines 7-8 use from CFD analysis. Chip Best is the placement resulting
CSA solver to find the placement solution D that maximizes from a best effort approach. To get this best performance,
the detection probability P . Algorithm outputs the placement we first place sensors at all the exact chip locations in the
solution D.
overheating experiment, one for each chip, to collect the
VI. E VALUATION
temperature data. Then, for a given number of N sensors (less
In this section, we first validate our CFD model by compar- than the number of M chips), we find the combination with
ing the CFD analysis result with the real sensor measurements. the N locations that results in the best detection performance
Then we introduce the experiment set up and the methodology from all possible combinations. Note it is infeasible to use
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Fig. 6. Average detection error rate of the proposed CFD-guided solution and the baselines in the
inlet overheating case (simulation).
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Average detection probability of the Fig. 8. Average detection error rate of the proproposed CFD-guided solution and the baselines posed CFD-guided solution and the baselines in the
inlet overheating case (testbed).
in the inlet overheating case (testbed).

Chip Best in a real implementation, because it needs to test
all different combinations of sensor/chip pairing and select
the best one. Different from Chip Best, Chip Average
calculates average detection performance of all the possible
combinations. Random is a simple heuristic strategy that
places sensor randomly in the server box, which is the average
results from 10 runs of random placements. U nif orm Grid
divides the server box into uniform-sized grid and places one
sensor in each grid randomly.
In all of our experiments, we evaluate the average detection probability and the error rate for different placement
approaches. The average detection probability is defined as
the number of overheating chips that are detected divided by
the total number of overheating chips. The error rate evaluated
consists of both the false alarm and mis-detection. For all of
our testbed results, we run each overheating experiment 10
times and calculate the average value of each performance
metric. There are no average results in simulation, since
there is no variation in CFD temperature results, when the
experiment settings remain the same.
B. Inlet Overheating Detection
In this subsection, we evaluate the detection performance
under a partial inlet overheating condition. Partial inlet overheating is often hard to be captured by the single inlet
temperature sensor on the front panel assembly in Figure
1. Ideally, one could adjust the air conditioning system in
the room (e.g., reducing its blowing range) to emulate inlet
overheating caused by cooling systems. However, due to
limited allowed access to the air conditioning system in the
room, we use a hair dryer to blow warm air into the server at
the lower left corner of the front inlet to emulate the partial
inlet overheating in our testbed experiment. To calculate
the spatial temperature correlation and the target temperature
function, CFD analysis is conducted in different scenarios with
different inlet overheating temperatures. As a result, the sensor
placement solution computed by our algorithm can handle the
dynamics in different inlet overheating scenarios, despite that
we only test a subset of those scenarios. Figure 4 shows the
temperature distribution of the server box under the highest
partial inlet overheating temperature. We can see that 9 chips
(red dashed frames in the figure) out of the total 11 monitored
chips are overheating in this scenario.
Figure 5 shows the average detection probability in the
partial inlet overheating scenario. We see that the CF Dguided approach has the highest overheating detection probability. Compared with Chip Best, CF D shows a maximum
performance advantage of about 22% when the sensor number

is 2. This is mainly because when a sensor is placed at
the exact location of one chip by Chip Best, it cannot
always provide temperature monitoring for other chips, as
chips are usually not placed close to each other. Although
Chip Best may show some acceptable overheating component
detection performance when the number of sensors is large,
this performance is actually hard to achieve without testing all
the combinitaions of sensor locations with the given number of
sensors. Without exhaustively testing all the combinations, one
can choose chip locations randomly, leading to the detection
performance of the Chip Average scheme. We see that the
CF D-guided placement outperforms the Chip Average at all
sensor numbers in the experiment, with a highest performance
gain of 45% when sensor number is 2. The other two baselines,
Random and U nif orm Grid, show significantly worse performance than CF D-guided, Chip Best, and Chip Average
since they are only heuristic approaches. To illustrate the
difference between CF D-guided and Chip Best, a placement
example with 4 sensors is given in Figure 4. We see that
CF D placement does not place sensors on any of the chips.
Instead, it places sensors in between chips, such that each
sensor can cover more chips, thus leading to better detection
results. Figure 6 shows the average error rate in this scenario.
We see that CF D-guided placement shows significantly lower
error rates than the other two chip-location placement schemes.
This demonstrates that with the analytical results from CFD
analysis, the placement can cover more targets, which leads
to less miss-detection.
Figure 7 and Figure 8 show the detection probability and
error rate of detection on the hardware testbed. We extract
the sensor placement locations from the simulations and place
all the sensors into the server box accordingly. Because of
the limited space, we only place up to five sensors into the
server box. Since we evaluate three different sensor placement
schemes, the maximum number of sensors placed in the server
at the same time is 15. From the result we see that the
detection probability and detection error performance on the
hardware testbed matches the simulation results well. Among
all the three schemes, CF D-guided shows the best detection
performance and Chip Average has the worst performance.
C. Fan Failure Detection
In this experiment, we conduct both simulation and hardware testbed experiment on a fan failure scenario. To ensure
the safe operation of the system, we only disable one single fan
in the system. To calculate the spatial temperature correlation
and the target temperature function, several runs of CFD
analysis with different fan speeds are conducted. Similar to
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Fig. 12. Server temperature map in a scenario with single fan failure. The
red dashed frame are the chips whose environment temperatures exceed their
individual operating temperature thresholds. The black solid triangles indicate
the sensors placed by the proposed CF D-guided approach, when the given
sensor number is two. The black crosses indicate the two sensors placed by
the baseline Chip Best approach.
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Fig. 13. Average error rate of the proposed CFD-guided solution and the
baselines in the scenario with single fan failure (testbed).

the inlet overheating scenario discussed before, our sensor
placement solution can handle the dynamics in different fan
failure scenarios, because the CFD analysis is conducted with
different fan speeds. Figure 12 shows the colored temperature
map of the server with a single fan disabled. The missing line
at one of the fan positions represents the failed fan. We see that
4 chips (marked in read frame) out of the total 11 monitored
chips are operating in the overheating environment.
The average overheating detection probability from simulation is shown in Figure 9. We see that CF D placement
approach only requires two sensors to reach a 100% of
overheating component detection for all the four overheating locations while Chip Best requires three sensors. The
placements with two sensors by these two approaches are
marked in Figure 12. We see that CF D placement tries to
cover all the right corner overheating chips by putting only
one sensor in middle of the chips. Compared with Chip
Average, CF D shows significantly better performance by
a 60% higher detection probability. As expected, U nif orm
Grid and Random schemes perform much worse than the
other placement schemes. Figure 10 shows the average error
rate of the fan failure scenario in simulations. We see that
despite some random errors, CF D outperforms the other
two baseline approaches. Chip Average shows the worst
performance among the three approaches.
Figure 11 and Figure 13 show the detection probability

Fig. 14. Server temperature map in the scenario of CPU overloading 3x
the listed power consumption on the data sheet. The red dashed boxes are
the chips whose environment temperature exceeds their individual operating
temperature threshold. The black solid triangles indicate the sensors placed
by the proposed CF D-guided approach, when the given sensor number is
two. The black solid crosses indicate the two sensors placed by the baseline
Chip Best approach.

and detection error rate on the hardware testbed based on
the extracted sensor placement locations from the simulation.
From Figure 11 we see that CF D has similar performance
with Chip Best, but both of them still outperform the Chip
Average scheme significantly. Figure 13 shows the average
error rate in this fan failure case. We see that CF D performs
just a little worse than Chip Best, but still performs much
better than the Chip Average. The degraded performance in
this fan failure scenario is most likely caused by the model
inaccuracy of the CFD analysis. Disabling a fan makes the
thermal fluid dynamics more complex than other scenarios,
leading to an increase of the modeling error. Please note again
that Chip Best is actually not feasible in a real implementation, because it needs to test all different combinations of
sensor/chip pairing and select the best one.
D. CPU Overloading Detection
In this section, we present the simulation results for overheating scenario induced by CPU overloading. With the
widely adopted DVFS technique, CPU power is well known to
be a cubic function of CPU frequency [26]. By overclocking
CPU frequency to 1.5x of the maximum value listed on
data sheet, 3x overloaded power consumption can be easily
reached. Unfortunately, the platform we use in our hardware
experiment does not support CPU overclocking. Therefore,
we only show the simulation results in this section for the
detection performance under CPU 3x overloading. To calculate
the spatial temperature correlation and the target temperature
function, several runs of CFD analysis with different CPU
power settings are conducted. Note again that our sensor
placement solution is designed to handle the dynamics in
different CPU overloading scenarios.
Figure 14 shows the colored temperature map for the CPU
overloading 3x power scenario. Although the color pattern is
quite similar to the result in Figure 2, i.e., a normal run with
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Fig. 15. Average detection probability in the scenario of CPU overloading
3x power.

benchmark workload, it shows significantly higher temperature
than that in the normal run. The highest temperature can reach
up to about 120◦ C. Six chips are found to be working under
overheating condition among all the 11 monitored chips. The
placement results with three sensors is illustrated in Figure 14
for both CF D-guided placement and Chip Best. We see that
CF D placement places sensors in the middle of the cluster
of overheating chips such that more chips can be covered by
the limited number of sensors.
Figure 15 is the average detection probability of this
CPU overloading scenario. We can see that CF D placement
constantly shows the best detection probability result, and
outperforms both Chip Best and Chip Average. With a
sensor number of 2, the performance of CF D reaches twice
as high as that of CF D Average. The average error rate of
the component overheating detection with CPU overloading is
shown in Figure 16. We see that CF D placement outperforms
both the Chip Best and Chip Average with all different
number of sensors.
VII. C ONCLUSIONS
Efficient thermal monitoring is critical for today’s server
systems to ensure safe operation and continuous service. It is
also important for each server component to maintain a desirable lifetime of service. However, the current practice of server
thermal monitoring simply relies on either sensors placed at
the server inlet or on-die thermal sensors equipped only with
some of components, such as CPU, memory or both, which
may lead to degraded overheating detection performance for
certain components. In this paper, we have presented a novel
solution to place additional sensors into server box for overheating server component detection based on the CFD analysis
of the thermal and fluid dynamics inside the server box. Our
sensor placement scheme applies Constrained Simulated Annealing algorithm with a reduced search space to find a sensor
placement with maximized overheating component detection
probability. Our solution also adopts data fusion techniques
to collaboratively make the overheating detection decision,
resulting in improved detection performance. We evaluate our
CFD-based sensor placement strategy with a real-world 2U
rack server in different component overheating scenarios. Our
results show that the proposed placement strategy achieves
significantly better overheating detection performance than
several well-designed baselines. Extensive simulation results
also demonstrate the effectiveness of our CFD guided sensor
placement scheme.
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