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Abstract

The problem of accurately representing a real-world signal by a concise list of numbers lies at the
heart of signal processing. With bandlimited signals, for example, Nyquist theory tells us that we need
to sample at twice the highest frequency. But most signals (e.g., speech, audio, images, video) can be
represented much more concisely (i.e., “compressed”) if we take advantage of additional structure in the
signal. For example, applying a wavelet transform to a structured signal yields a few large coefficients
and many small coefficients; by storing only the large coefficients, and their indices, the signal can be
represented accurately yet concisely. But the question remains: do we need to sample at Nyquist before
applying our compression algorithms? Or can we cleverly under-sample (relative to Nyquist) in a way
that allows us to later recover the structured signal? The latter approach is known as compressive sensing.

In this talk, we focus on the so-called “sparse reconstruction” problem, i.e., reconstruction of the
long (yet sparse) record of transform coefficients from the short record of stored data. Notice that, from
these transform coefficients, the structured signal can be easily reconstructed using an inverse (wavelet)
transform. Sparse reconstruction is perhaps best described as the following under-determined linear
inverse problem: given the M -dimensional measurement y = Ax+n and the wide matrix A, estimate the
N -dimensional vector x in the presence of unknown interference n. Here, the principle challenge results
from the fact that the problem is under-determined (i.e., N > M), while the saving grace results from
the fact that x is sparse (i.e., most of its coefficients are zero).

Over the last several decades, various algorithms for sparse reconstruction have been proposed. For
some of these algorithms, it has been proven that, if the matrix A is very well behaved (according to
the “restricted isometry property”), then the solution lies within a small ball around the true vector x.
In practice, however, it may be difficult or impossible to guarantee that A is well behaved. Meanwhile,
there may be a prior structure that we would like to exploit. This motivates the approach known
as Bayesian model averaging (BMA), which inputs and outputs soft (i.e., probabilistic) information
on the sparsity pattern and which generates an MMSE estimate of x. We show that BMA can be
implemented using tree-search techniques which are reminiscent of techniques previously developed for
non-coherent turbo equalization of fast-fading channels. The resulting “fast Bayesian matching pursuit”
technique significantly outperforms other sparse reconstruction techniques while maintaining a reasonably
low complexity.
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