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ABSTRACT
In recent years, biomedicine has faced a flood of diffi-
cult and expensive small-sample phenotype discrimina-
tion problems. A host of classifiers have been proposed
to discriminate between types of pathology, stages of dis-
ease and other diagnoses, which are typically designed
from heuristic algorithms on small samples with very lit-
tle known about performance. To give a concrete math-
ematical structure to the problem, recent work utilizes a
Bayesian modeling framework to both optimize and an-
alyze error estimator performance, facilitating the devel-
opment of a new sample-conditioned mean-square-error
(MSE) performance measure for error estimation, where
uncertainty is relative to a family of feature-label distri-
butions conditioned on the observed sample. Herein we
discuss an application in censored sampling, where sam-
ple points are collected one at a time until the conditional
MSE reaches a stopping criterion. Classifiers designed
from each censored sample are guaranteed to meet the de-
sired performance requirement within the assumed math-
ematical framework, making censored sampling an attrac-
tive and economical method for genomic applications.

1. INTRODUCTION

In applications where sample data are abundant and cheap
to acquire, we can partition points into training and testing
subsets without degrading the quality of classification sig-
nificantly. Biomedicine is a different story. The advent of
microarrays and other genomic and proteomic technolo-
gies, coupled with the inherent difficultly in collecting bi-
ological sample points, presents a unique high-throughput
small-sample setting where classifier error estimation ac-
curacy becomes a critical issue because it is the primary
measure of the scientific validity of a classifier model, and
accurate estimation is no longer guaranteed. As a mea-
sure of validity, we focus on the MSE or its square root,
the root-mean-square (RMS).

The classical approach to error estimator analysis con-
ditions on a fixed distribution and averages over the corre-
sponding sampling distribution. Recent work has aimed at
finding joint second order moments or even the joint den-
sity between the true and estimated errors. For multino-
mial discrimination, exact representations of both marginal

and mixed second-order moments for the true error and
the resubstitution and leave-one-out estimators are avail-
able [1]. For linear discriminant analysis (LDA), exact
joint distributions have been found for both resubstitution
and leave-one-out in the univariate Gaussian model, and
approximate joint distributions are available in the multi-
variate model with a common known covariance [2]. An
approximate RMS has also been found via asymptotically
exact analytic expressions [3].

A weakness of the classical approach is that the true
underlying distribution is unknown in practice. We may
hope to avoid assumptions completely and search for “dis-
tribution free” bounds on performance, but in the few cases
where such bounds are known they are too loose to be
useful for the kind of small-samples seen in biology. The
following is an example of a distribution free RMS bound
for the leave-one-out error estimator with the discrete his-
togram rule and tie-breaking in the direction of class 0 [4]:
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where F is the feature-label distribution and n is the sam-
ple size. It is useless for small samples: for n = 200 this
bound is 0.506. Accurate distribution-free small-sample
error estimation is an illusion [5].

We are forced to proceed with analysis under distribu-
tional assumptions. Consider the RMS graphs in Figure 1
for a discrete model with b = 8 bins [6]. Performance
is shown for a class of Zipf bin probabilities, which es-
sentially follow a power law, each with different Bayes
error. A Bayesian error estimator with flat priors [6], re-
substitution and leave-one-out are shown, and in particu-
lar leave-one-out performs well below the bound offered
by (1); even with n = 20 the worst case performance for
the Zipf model is about 0.17. While the computation of an
error estimator may be independent of the distribution, its
performance is certainly not. For instance, leave-one-out
in Figure 1 operates best with low Bayes errors, which is
quite typical, so that its use with small sample sizes im-
plicitly assumes low Bayes error, at least if one is assum-
ing some degree of accuracy.

Given the necessity of assumptions, why not state them
outright and fully integrate them into the analysis? This
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Figure 1. Classical RMS with respect to Bayes error (dis-
crete model, b = 8, Zipf distributions, c = 0.5, n = 20).

is precisely what is done in a recent Bayesian framework
for classification [6]. Rather than conditioning on an un-
known distribution, this mathematical framework is used
to condition on the actual observed sample with uncer-
tainty now relative to the unknown feature-label distribu-
tion. It facilitates both the design of estimators with de-
sirable properties or optimal performance and the analy-
sis of any error estimator. This work focuses on analysis
through the recently introduced sample-conditioned RMS
for arbitrary error estimators, which is a new and practical
measure of error estimation performance [7]. For the first
time, it is possible to report performance precisely for the
actual observed data, trained classifier and computed error
estimate in hand, not just loose bounds or average perfor-
mance over random samples for a classification and error
estimation rule pair. After a brief review of the Bayesian
framework, we will cover a few examples of how the con-
ditional MSE may be used in practice. A salient applica-
tion is a new censored sampling strategy, where sample
points are acquired one at a time until the estimated error
of the classifier reaches a desired RMS.

2. REVIEW OF THE BAYESIAN FRAMEWORK

Bayesian frameworks parameterize the class-conditional
distributions with parameters !0 for class 0 and !1 for class
1. Using either a non-informative approach or expert in-
formation, we assign “prior” distributions to the a priori
probability of class 0, c, and the parameters of the class-
conditional distributions, which are all assumed to be in-
dependent. An observed labeled sample, e.g. microarray
data consisting of normalized log-ratios, is then used to
update the priors to “posterior” distributions, which in turn
imply a sample-conditioned distribution on the true error
of the fixed classifier trained from the same given sample.

Priors quantify the information we have about the dis-
tribution before observing the data. We have the option
of using non-informative or flat priors, as long as the pos-
terior is a valid density function. Alternatively, informa-
tive priors can supplement the classification problem with
additional information. This may be done to make the
problem tractable or to improve performance with distri-
butional information when the sample size is small.

The Bayesian model admits that we do not know the
underlying feature-label distribution perfectly, and instead
quantifies our initial uncertainty in the true distribution
through a prior. As we observe sample points, this un-
certainty should converge to a certainty on the true dis-
tribution. More precisely, it has been proven in [7] that
under mild regularity conditions, the posteriors converge
to delta functions on the true parameters for two impor-
tant models: discrete distributions with Dirichlet priors
and arbitrary classifiers (henceforth referred to as the dis-
crete model) and Gaussian distributions with arbitrary co-
variances, normal-inverse-Wishart priors and linear classi-
fiers (the Gaussian model). More informative priors may
help the posteriors converge faster, but as long as the prior
does not exclude the true distribution as impossible, con-
vergence is assured.

Bayesian error estimation is defined to be the mini-
mum mean-square error (MMSE) estimate of the true er-
ror, or equivalently the first moment of the true error con-
ditioned on the observed sample [6]. It is a training data-
based estimator, with no data held out for testing. Repre-
sentation has been solved in both the discrete and Gaus-
sian models. Classical frequentist consistency also holds
for Bayesian error estimators on fixed distributions in the
parameterized family owing to the convergence of the pos-
teriors in both the discrete and Gaussian models [7].

Practical considerations for Bayesian error estimation
in microarray data analysis have been addressed in [8].
Priors may be calibrated with a method-of-moments ap-
proach using features from the microarray dataset that are
discarded by feature selection, and Monte Carlo approx-
imation code is also provided for Gaussian models with
non-linear classifiers. Performance is often superior to
classical error estimation schemes on real biological data.

The sample-conditioned MSE for a Bayesian error es-
timator is equivalent to the variance of the true error con-
ditioned on the observed sample [7]. Again thanks to the
convergence of the posteriors, it has been shown that the
sample-conditioned MSE converges to zero almost surely
in both the discrete and Gaussian models, where closed
form expressions for the MSE are also available. Further,
the exact MSE for arbitrary error estimators falls out natu-
rally in the Bayesian model. That is, if !"BEE is a Bayesian
error estimate evaluated from the observed sample, and !"•
is a constant representing another error estimate, then the
sample-conditioned MSE of !"• can be evaluated directly
from that of the Bayesian error estimator:

MSE(!"•|Sn) = MSE(!"BEE|Sn) + (!"! !"•)2. (2)

Note the MSE optimality of Bayesian error estimation.

3. THE SAMPLE CONDITIONS UNCERTAINTY

Consider a typical scenario, where we are given a sample
to train a classifier, and the same data is used to estimate
the error of this classifier. A natural question arises: How
close is the estimate to the actual true error? Whereas in
a classical approach nothing can be said for the particular
problem at hand because nothing is known given a single
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Figure 2. Density of conditioned RMS (discrete model,
b = 16, c = 0.5, n = 30, average true error = 0.25).

sample, in a Bayesian approach this is answered directly
by the sample-conditioned RMS. The sample conditions
uncertainty, and different samples may condition it to dif-
ferent extents.

An example is provided in Figure 2, which shows prob-
ability densities of the sample-conditioned RMS for both
leave-one-out and Bayesian error estimation with correct
priors in a discrete model with b = 16 bins [7]. The simu-
lation generates 10000 distributions drawn from the prior
and 1000 samples from each distribution. The uncondi-
tional RMS (averaged over both distributions and sam-
ples) for both error estimators is also shown, as well as
the distribution free RMS bound on leave-one-out in (1).

Leave-one-out has a long tail with mass spread be-
tween about 0.05 and 0.2, demonstrating that different
samples can condition the RMS to a very significant ex-
tent. In addition, the conditional RMS of the Bayesian er-
ror estimator tends to be very small, close to 0.05. In fact,
the unconditional RMS is less than half that of leave-one-
out, while Devroye’s bound on the unconditional RMS
is too loose to be useful. Hence, fully incorporating the
Bayesian framework for optimal error estimator design
can result in significant performance improvement.

4. CENSORED SAMPLING

We finally propose an important application in censored
sampling, where sample points are collected one at a time
until the conditional MSE reaches an acceptable level.
Since the conditional MSE converges (a.s.) to zero with
increasing sample size, censored sampling may be applied
with any desired threshold.

Figure 3 shows a probability density of the censored
sample size for the Bayesian error estimator with correct
priors in a Gaussian model with 2 features and LDA clas-
sification [7]. The mean of the distribution is indicated
with a vertical dotted line. The simulation generates 1000
distributions drawn from “low-information” priors and
1000 censored samples from each distribution. Each cen-
sored sample is initialized with 6 points in each class,
and points are added until the conditional RMS is at most
about 0.0358, corresponding to the RMS in a parallel ex-
periment with sample size fixed at n = 60.

0 50 100 150
0

0.01

0.02

0.03

0.04

0.05

sample size (n)

p
m

f

E[n] = 60.3273

Figure 3. Density of censored sample size for Bayesian er-
ror estimation with low information priors (D = 2, LDA).

The expected sample size is still about 60, so that both
fixed and censored sample experiments typically have the
same unconditional RMS and average sample size. The
difference is that censored sampling also guarantees a spec-
ified conditional RMS (relative to the model). We exploit
a duality between RMS and sample size: if we fix sample
size, we observe in Figure 2 that the conditional RMS has
large variance, but if we fix RMS, in Figure 3 the sam-
ple size has large variance. In medical studies, a sampling
method producing a guaranteed level of error estimator
performance can be a very attractive and economical tool.

5. REAL DATA EXAMPLE

We apply censored sampling to classification using nor-
malized gene-expression measurements from a breast can-
cer study [9]. The original data set includes 295 sample
points with a 70 feature gene profile. 180 points are as-
signed to class 0 (good prognosis) and 115 to class 1 (bad
prognosis). To simplify the analysis, we use only one fea-
ture (CENPA), for which a Shapiro-Wilk test applied to
the full data set does not reject Gaussianity over either of
the classes at a 95% significance level.

We first draw an initial sample of size n = 6 without
replacement, keeping the ratio of points from each class
as close as possible to that of the original data set, and
then train an LDA classifier on the initial sample. Us-
ing non-informative priors (c is uniform from 0 to 1 and
!("0) = !("1) ! 1) we evaluate the Bayesian error esti-
mate and conditional MSE of the Bayesian error estimate
for the initial sample. Letting r = 0.05 and e = 0.30
be the maximum acceptable RMS and error, respectively,
if MSE(!#|Sn) > r2 or !# > e then we append a new
point to the current sample without replacement. We then
design a new classifier and check the conditional MSE
and expected true error again. This is repeated until both
MSE(!#|Sn) " r2 and !# " e, or until n = 100. The
consistency of Bayesian error estimation guarantees that
MSE(!#|Sn) will eventually reach the stopping criterion
(assuming the true distributions are truly Gaussian), and
if !# does not fall below e after a large amount of sampling,
then we assume that we cannot achieve an acceptable clas-
sification error for the problem at hand.
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Table 1. Censored sampling example for real breast cancer data experiments with flat priors.
Sample Label Sample !! RMS(!!|Sn)

Sample Label Sample !! RMS(!!|Sn)size point size point
Initial sample: Appended sample points (cont’d):

1 class 0 0.309 10 class 1 -0.718 0.190709 0.120224
2 class 0 -0.127 11 class 0 0.391 0.162752 0.108650
3 class 0 0.153 12 class 1 -0.909 0.141007 0.095877
4 class 0 0.473 13 class 0 0.355 0.120434 0.086282
5 class 1 -0.485 14 class 0 0.385 0.104277 0.078103
6 class 1 0.160 0.360119 0.243913 15 class 1 -0.273 0.114879 0.076103

Appended sample points:
...

...
...

...
...

7 class 0 -0.114 0.304501 0.218271 36 class 1 -0.250 0.152377 0.050352
8 class 0 0.357 0.253987 0.196361 37 class 0 0.038 0.149821 0.049262
9 class 1 -0.399 0.293964 0.219222 Approximate true error: 0.197674

Table 1 provides a detailed example of the procedure
from a single iteration [7]. We list the actual initial sam-
ple, along with the initial Bayesian error estimate and con-
ditional MSE. These are followed by the sample points
added in each repetition of the procedure, along with the
current Bayesian error estimate and conditional MSE com-
puted as each point is added. We observe that the expected
true error of the classifier tends to decrease, while the con-
ditional MSE (variance of the true error) decreases almost
monotonically. In this example, the stopping criteria are
satisfied at a sample size of 37. The approximate true er-
ror of the classifier using (holdout) points remaining in the
data set after censored sampling is also shown.

6. CONCLUSION

A major advantage of Bayesian error estimation over clas-
sical classifier error estimation schemes is that it articu-
lates a mathematical model to generate an estimator that
is theoretically optimal in the mean-square sense. More-
over, other benefits emerge: the Bayesian MMSE error
estimator is theoretically unbiased and the priors can be
tailored to target certain properties, for example, to ob-
tain best performance in moderately difficult classifica-
tion problems with Bayes errors in the mid range [6]. In
prior work, the RMS of a non-hold-out error estimator has
always been considered by averaging over the sampling
distribution and nothing could be said about performance
for a particular sample. Hence, Bayesian modeling boasts
another practical advantage in that it naturally gives rise to
a new and practical measure of performance, the RMS of
an error estimate conditioned on the actual observed sam-
ple, with important applications in censored sampling.
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