In Proc. IEEE Computer Vision and Pattern Recognition (CVPR), Madison (WI), June 2003

Recognizing Expression Variant Faces
from a Single Sample Image per Class
Aleix M. Martı́nez
Department of Electrical Engineering
The Ohio State University, OH 43210
aleix@ee.eng.ohio-state.edu

Abstract
Although important contributions on face recognition
have been recently reported, few are focused on how to
robustly recognize expression variant faces from as little
as one single training sample per class. Since learning
cannot generally be applied when only one sample per
class is available, matching techniques (distance measures) are usually employed instead (e.g. correlations).
However, distance measures generally attempt to match
all features with equal importance (weighting), because
not only it is difficult to know which features are more
useful (for classification), but when or under which circumstances this happens. For example, when recognizing faces in the original image space (e.g. using the
Euclidean distance–correlation), it is not known which
pixels are more and which are less appropriate to be
used. In this contribution, we use the optical flow between the testing and sample images as a measure of
how good each pixel is. Pixels that have a small flow
will have high weights, pixels with a large flow will have
small weights. Our experimental results show that the
method proposed in this contribution outperforms the
classical Euclidean distance (correlation) measure and
the PCA approach.
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Introduction

In the past decade or two, considerable progress has
been made in face recognition. As a result, we now have
systems able to identify faces even when the training
and testing face images diverge in orientation (e.g. [3,
14, 11]), illumination conditions (e.g. [2]) or when the
testing faces are partially occluded (e.g. [9]). Also
some progress has been made to recognize duplicate
images [12]. A “duplicate” image is an image of a face

that is taken at a different time, weeks, month or years
later.
A less studied problem is the recognition of expression variant faces. This problem can be formulated as
follows: “how can we robustly identify a person’s face
for whom the learning and testing images differ in facial expression?”. In this contribution, we introduce
a method to deal with this expression variance problem. Also, we will assume that only a single sample
per class is available to the system, which makes the
problem more challenging.
Since learning cannot generally be applied when
only one sample image per class is available, matching techniques are usually employed instead. In face
recognition roles, the correlation technique is widely
used, because it has been shown to generally obtain
superior recognition rates than the classical PCA and
other appearance-based approaches [5, 1]. If all of the
images are normalized to have zero mean and unit variance, then the correlation between an image I and an
image T (both images of n pixels; i.e., I and T ∈ <n )
is equivalent to the Euclidean distance in the original
array of pixels space [6],
kI − Tk

(1)

where, kak = (aT a)1/2 . Under this scheme, an image
in the test set is classified (identified) by assigning to
it the label of the closest sample in the learning set.
However, correlations are not well suited for those
cases where the training and testing images diverge in
facial expression. Generally, the more the facial expression displayed on the testing image diverges from
the one displayed on the training sample(s), the worse
the recognition rates will be. An example is depicted
in Fig. 1. In this example, the neutral face images
of a group of 100 people were taken as sample images
(Fig. 1(a)) and the happy, angry and “screaming” face

per, we use the optical flow between the training and
the testing image as a measure of visible texture change
due to muscular activity. More formally, we define the
optical flow (F ∈ <n ) between the training and testing
image as,
(a)

(b)

(c)

(d)

F = OpticalF low(I, T).

(2)

We can now substitute eq. (1) for a weighting distance (measure) which gives more importance to the
areas of the face that are more similar between training and testing images and less importance to the less
similar areas. This can be readily implemented by
weighting each pixel distance with a weighting factor
wi (W = {w1 , . . . , wn }) which is inversely proportional
to the magnitude of the optical flow vector Fi (where,
F = {F1 , . . . , Fn }); i.e.

(e)

kW (I − T) k.

Figure 1. (a-d) Examples of images from the
AR database. (e) Results of the correlation
approach (see text).

(3)

Obviously, the manner in which one assigns the
weights (so that they are inversely proportional to the
magnitude of the flow image) is critical, and, different
alternatives lead to different results. Unfortunately a
best solution does not exist. In this paper, we analyze different alternatives and report comparison results with two public available face databases, the ARface database [8] and the JAFFE dataset [7].
The approach defined here could also be extended to
deal with illumination changes by means of an optical
flow approach capable of estimating the illumination
change of an scene.

images (Fig. 1(b-d)) were used for testing. Fig. 1(e)
displays the recognition rates obtained using the correlation approach for each group of testing images. Note
that the recognition rates vary as the facial expression
displayed on the face changes.
Some authors have proposed approaches to deal with
such variations. Notably, Beymer and Poggio [3] proposed to morphed the testing images to equal in shape
the training one. However, and, as acknowledge by the
authors themselves, this is not always possible, because
some texture information might be missing in the testing image (e.g. closed eyes).
In a recent work [10], we proposed a method that
couples the geometric (shape) information of the face
with the texture one. In our formulation only a single sample image per class is required. Our matching
method proposed here gives more importance to those
areas of the face that change less between the learning
and the testing images, and less importance to those
areas that change more. For example, if the image of
Fig. 1(a) is used for training and the image of Fig. 1(d)
is used for testing, it seems reasonable to assume that
the eyes and mouth area will not be good candidates
for matching purposes. In this example, the forehead
and the laterals of the cheeks might be better candidates (because these are the areas of the face that are
less affected by the active musculature). With such an
approach, a method that determines which areas of the
face change more and which areas change less (between
the training and testing images) is needed. In this pa-
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Weighted Euclidean distance
Optical flow

To calculate the optical flow between the training
and testing images, we use Black and Anandan method
[4]. We choose this approach because it uses robust estimators which resulted to be very useful in detecting
the image flow discontinuities due to independent muscle movements of the face.
Most of the techniques for recovering optical flow
exploit two constraints on image motion: data conservation and spatial coherence. The data conservation
constraint is based on the observation that in general
the brightness of a surface does not change in time, although its position may change. This can be formally
expressed as,
I(x, y, t) = I(x + uδt, y + vδt, t + δt)

(4)

where I(x, y, t) is the image pixel (x, y) at time t, (u, v)
is the horizontal and vertical velocities and δt is small.
2

The corresponding image motion constraint derived
from the first-order Taylor series expansion is
Z Z
ED =
ρ (Ix u + Iy v + It ) dxdy
(5)
where (Ix , Iy ) and It are the spatial and time derivatives of the image, and, ρ is an estimator. The
most classical ρ estimator is the least-square function,
ρ(x) = x2 .
The spatial coherence constraint embodies the assumption that surfaces are infinite and, therefore,
neighboring pixels are expected to belong to the same
surface. This allows us to impose a “smoothness” constraint on the motion of neighboring points in the image plane. The most common formulation is the firstorder model
Z Z
ES =
ρ (∇(u, v)) dxdy
(6)
where ∇ denotes the gradient.
The objective function for the regularization approach is ED + λES , where λ controls the relative importance of the data conservation and spatial coherence
terms.
The advantage of Black and Anandan method in
front of others, is that it uses robust estimators rather
than the classical least-square function. This allows
the system to detect outliers, i.e. pixels (areas) of the
images where one or both constraints are not satisfied. This method was found to be very useful in our
application, because the robust estimators can accurately detect the motion discontinuities due to independent (opposite) muscle movements of the face. In
the experiments reported in this paper, the estimator
ρ(x) = log 1 + 1/2(x/σ)2 (where σ is a constant; see
[4] for details) was used. Fig. 2 shows some example of
the optical flow between two face images with different
facial expressions. The first two examples correspond
to the deformation that the left face image needs to
do in order to equal in shape of the right face image.
The last two examples show the morphing needed to
transform the shape of the left images into the shape
of the face displayed on the right image. Note that in
the last two cases, the optical flow compensates for the
shape changes due to subject variability, and, for the
shape changes due to differences in facial expression.

2.2

Figure 2. Optical flow examples.

The weights

We now need to define the weights that are to be
used in eq. (3). This is a difficult task that unfortunately does not have an analytical solution and, thus,
many alternative can be proposed. Three possibilities

Figure 3. The weighting functions.
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are defined below. Results comparing these alternatives are reported in section 3.
The easiest or most obvious weighting factor is the
one that linearly changes as a function of the value of
the magnitude of the flow,
wi = M AXF − kFi k

In order to test the above described system we
use two publicly available face datasets, the AR-face
database [8] and the JAFFE (Japanese Female Facial Expressions) dataset [7]. Although other face
databases with a larger number of subjects exist (e.g.
FERET), they are inappropriate to test the system designed here because they do not have a large number
of images per session (e.g. FERET only has 2 frontal
face images per session).
In the JAFFE dataset, ten participants posed three
examples of six of the basic emotions: happiness, sadness, surprise, anger, disgust and fear. Three neutral
face examples were also photographed. This makes
a total of 210 images. Each participant took images
of herself while looking through a semi-reflected plastic sheet towards the camera, which should guarantee
frontal face views. Hair was tied away from the face
to make all areas of the face visible. Light was also
controlled. An example of a set of the seven images of
a participant is shown in Fig. 4.
The AR-face database consists of images of the
frontal view faces of 126 people. Those images with
frontal illumination and different facial expressions are
selected for the test described in this paper; that is a
total of 4 images per person. The different facial expressions are: happiness, anger and “screaming” face.
The fourth image corresponds to a neutral expression.
For the experiments reported below, 100 individuals
were randomly selected from this database, giving a
total of 400 images. These images for one subject were
shown in Fig. 1(a-d). All images were taken by the
same camera under tightly controlled conditions of illumination. Viewpoint was also controlled.
In this section, we will compare the correlation approach with the weighted Euclidean distance proposed
in this paper with regard to only the identification of
faces, independently of any localization, scale and orientation related issues. Therefore, we have manually
carried out the localization step, followed by a warping step so that each face occupies a fixed size array
of 165 by 120 pixels. This is a required step if images
are to be compared with distance measures [3] and has
proven to aid identification [9].

(7)

where M AXF = max∀i kFi k. A graphical representation is shown in Fig. 3. Alternatively, M AXF can
represent the maximum value that kFi k is ever expected to be. In this case, M AXF can be obtained
from studying a large set of samples or by using a facial muscle model which (accurately enough) predicts
the maximum physical displacement possible of a face
displayed in an image of fixed size.
Although eq. (7) seems a reasonable option, sometimes it is more convenient to give high weights to
those pixels of the image that change very little and
low weights to the rest. We express this as,
wi =

1
k + kFi k

(8)

where k is a constant. See Fig. 3.
Yet another alternative consists in assigning low
weights only to those pixels that have a very large flow
magnitude (Fig. 3). Mathematically,
wi =

1
− (k + M AXF ) .
kFi k − (k + M AXF )

(9)

It is generally interesting to normalize the weights
to make the final identification results consistent and
comparable to
other. Mathematically, wi = wi /M
Peach
n
where M = i=1 wi .

2.3

Matching process

Given a set of sample images I(c) with c =
{1, . . . , C} (C being the total number of classes–i.e.
people) and a testing image T, we work as follows. (We
assume I(c) and T ∈ <n .) We normalize all of the images to have zero mean and unit variance. The optical
flow image vectors between each class image and the
testing image ({F1 , . . . , FC }) are computed, and, the
corresponding weights ({W1 , . . . , WC }) are obtained.
After normalizing the weights, eq. (3) is used to compute the similarity between each sample image class
I(c) and the testing image T,
wc(c) = kWc (I(c) − T) k.

3.1

Basic emotions: JAFFE tests

It is interesting to see the extent to which the classification results of the system described above outperform the classical correlation approach when the basic
emotions are displayed on the face images by means
of facial expressions. For this purpose, the following
test was performed. One of the three neutral images of

(10)

The closest sample image determines the class,
ResClass = argminc wc(c).

Experimental results

(11)
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Figure 4. Examples of images from the JAFFE database.

Figure 5. Results for the JAFFE dataset.
Figure 6. Results for the AR database.
each of the persons in the JAFFE database was randomly selected and used as sample image (i.e., a total of
10 images). All three examples of the six basic expressions in the database (i.e., happiness, sadness, surprise,
anger, disgust, fear) were used for testing (i.e., a total
of 180 images). Results (of the classification of images
by identity) using the correlation approach (corr) and
the weighted Euclidean distance proposed in this paper
are shown in Fig. 5. Note that our method has three
different results (W1, W2 and W3), corresponding to
the three possible weighting functions described in eqs.
(7, 8 and 9) respectively; with k = 1. The results
reported here, suggest that our method outperforms
the correlation approach for all but the fear expression
(for which the correlation technique was the best). We
can also see that while eq. (7 and 8) led to superior
results, eq. (9) did not and, therefore, might not be a
good choice. The problem with eq. (9) is that all pixels
are used except those with associated large flow, which
makes the system little different from the correlation
technique.

3.2

ance problem with a much larger group of people
(classes). For this second experiment, we randomly
selected 100 individuals of the AR-face database. The
neutral expression images were used as sample images
(i.e., a total of 100 images). The other three expressions (i.e., happiness, anger, “screaming”) were used
for testing (i.e., a total of 300 images). Results for the
correlation and the weighted Euclidean distance approach are shown in Fig. 6. Again, for our method
three results are displayed, corresponding to the three
possible weights defined earlier. We have also added
the results one would obtain by using an 80 dimensional PCA representation as defined in [13]. As expected [5, 1] the PCA approach performs worse than
the correlation method, but requires less storage. The
last bars in Fig. 6 are the results obtained with a group
of human subjects (details are in [10]).
In this second test, the difference in performance
(between the correlation measure and the weighted Euclidean distance) was more notable than in the first experiment. This is due to the fact that a much larger
number of classes was used, leaving room for improvement.
The results shown in Fig. 6 were obtained by using a
single image for training (the neutral expression image)
and the other three images for testing. Alternatively,
we can use the smiling or the angry or the “screaming”
faces for training and the other three for testing. This

The AR-face database tests

The results reported above are useful for analyzing
how good or bad our method is in classifying faces when
different emotions are displayed on the testing face image. However, the number of people in the JAFFE
database is too small to allow conclusive results. The
AR-face database allows us to test the expression vari5

(a)

(b)
Figure 7. Results for the AR database.

is shown in Fig. 7(a), where in the x-axes we specify
the image used for training. The general mean represents the expected results when either image is used
for training. We see that W1 and W2 are the most
adequate weights to use.
Fig. 7(b) does the same as (a) but for duplicate images. The x-axes specifies the image (of the first session) used for training. For testing the four images of
the second session (neutral, happy, angry and scream)
were used. In this case only W1 produces superior results to simple correlations.
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