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Abstract
Researchers in computer vision, machine learning and cognitive science have long sought a way to
describe faces of different people as disjoint subsets in a feature space of some sort. In recent years,
the modelling of such subsets has played an increasingly important role within our community. In this
chapter, we address the three important challenges outlined in the title. First, we show how we can
model the subset of each training image when accounting for localization errors. Localization errors
occur when imprecise (although, generally, almost correct) detections, create a feature vector that is
not the same as that generated by precise localizations. In our second part, we address the issues of
occlusions and expression changes. While the subset of localization errors is quite predictable and
can be easily modelled, occlusions and expressions are usually more complex and will require further
consideration. We present a general formulation to address these two problems and show extensive
experimental results conducted over the years to prove the usefulness of our approach. Discussion
on the choices made and alternative explored or to be explored are also presented.

0.1

Introduction

Object recognition is a core problem in computer vision and other closely related areas of research,
such as pattern recognition, cognitive science and neuroscience [39, 9, 8, 10]. The goal of object
recognition in computer vision is twofold. On the one hand, researchers attempt to build systems that
can interact with their environment with the help of a set of cameras. This has many applications
as, for example, in human-computer interaction, biometrics and communications. On the other
hand, research is also driven by the interest to better understand how biological systems work. Face
recognition is a great window to both of these studies. Faces are so special that some scientists
argue that humans have a specialized area in the brain to analyze some of the most commonly seen
objects – faces being (possibly) the most common of all [32, 13].
What makes faces so special is that they all look alike, yet small differences in the location
and shape of our facial features or their texture allow people to distinguish among thousands of
individuals. A primary goal in the design of computer vision systems able to classify faces into a
large set of classes is to automatically extract those features that vary among people yet are constant
for each individual. This is, however, a task much more difficult than one may think. For example,
our perception of a person’s face changes as she speaks and as she expresses emotions. Facial hair,
glasses or other types of occlusions exacerbate the problem. And, obviously, illumination changes
and pose variations also influence the way a face is seen when projected onto our two-dimensional
retinas.
Earlier work mainly focused on finding the subset which represents most of the faces of each
individual under all possible views and all possible lighting conditions. Structure from motion
and photometric stereo are two well-known examples of such modelings [24, 38]. More recently,
Belhumeur and Kriegman [1] have shown that the subset of all images generated by any arbitrary
point source is a cone in a three dimensional space. Combining their result with photometric stereo,
one can construct systems able to synthesize and recognize people’s faces seen from distinct viewing
angles and under varying illumination from relatively small sample sets [11].
Recently, progress has also been made toward solving the other three problems described above:
errors of localization, occlusions and facial expressions. These problems can be summarized as
follows.
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Figure 1: (a) Different localization results lead to distinct representations in the feature space, which
can cause identification failures. (b-c) We model the subspace where different localization lie. From
[21] ( c 2002 IEEE).
• Face localization error: Every face recognition system, whether appearance- or feature-based,
requires a localization stage. However, all localization algorithms have an associated error,
namely they cannot localize every single face feature with pixel precision. Unfortunately, test
feature vectors generated from imprecisely localized faces can be closer to the training vector of
an incorrect class. This problem is depicted in Fig. 1(a). In this figure, we display two classes,
one drawn using crosses and the other with pentagons. For each class, there are two learned
feature vectors, each corresponding to the same image but accounting for different localization
errors. The test image (which belongs to the “cross” class) is shown as a square. Note that
while one of the “pentagon” samples is far from the test feature vector, the other corresponds
to the closest sample; that is, while one localization leads to a correct classification, the other
does not. This point becomes critical when the learning and testing images differ on facial
expression or illumination as well as for duplicates. A “duplicate” is an image of a face that
is taken at a different time, weeks, months or even years later.
• Occlusions: One of the main drawbacks of any face recognition system, is its failure to robustly recognize partially occluded faces. Occlusions are unfortunately typical; e.g., facial
hair, glasses, clothing and clutter. Fig. 2 shows an example, where image (a) is used for
learning and image (b) for subsequent recognition.
• Expressions: This problem can be formally stated as follows. “How can we robustly identify
a person’s face for whom the learning and testing face images differ in facial expression?”
This problem is illustrated in Fig. 3. In this figure, three local areas of three face images of
the same person, but with different facial expressions, have been highlighted. It is apparent
that as the facial expression changes, the local texture of each of these areas becomes quite
distinct (even in the forehead). A classification (or identification) algorithm, needs to find
where the invariant features are. If this was achieved, we would obtain an expression-invariant
face recognition system. We say that a system is expression-dependent if the image of Fig.
4(b) is more difficult (or less difficult) to recognize than the image shown in Fig. 4(c), given
that Fig. 4(a) was used for learning. An expression-invariant algorithm would correspond to
one that equally identifies the identity of the subject independently of the facial expression on
the training or testing images.
One way to address the problems stated above is to find the subset which represents most of the
images under all possible localization errors, occlusions and expressions for each individual. If this
is achieved, the recognition stage will reduce to finding that subset which is closest to the testing
vector. In this chapter we show how to achieve this. For illustration we will mainly work within the
appearance-based paradigm where each dimension represents the brightness of each image pixel. We
will also discuss how our techniques can be used within a feature-based approach where (in general)
a set of shape measurements is used instead.
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Figure 2: (a) A learning image. (b) A test image. (c) The local approach. From [21] ( c 2002 IEEE).
The rest of this chapter is organized as follows. Section 0.2 presents the basic ideas of our
modelling and applies it to the problem of localization errors. This formulation is extended in Section
0.3 to incorporate our solutions to the problems of occlusions and expression changes. Experimental
results are in Section 0.4. Some of the choices we make in our formulation may seem arbitrary at
the time, since other alternatives exist. While this may suffice for some readers, others will want
to better understand how such conclusions were reached. In Section 0.5, we show how this was
done, either theoretically, experimentally or both. Additional implications of our results and future
work are also in this section – where some of the most relevant open problems will be introduced.
For example, although the subsets representing each of the above mentioned variations are assumed
to be in a low-dimensional subspace, it is still not known what this dimensionality is. Important
challenges lie ahead. We conclude in Section 0.6.

0.2
0.2.1

Modelling the Localization Error
Face localization

Any face recognition system requires of a pre-localization of the face and facial features necessary
for recognition. The localization of these facial features is necessary to either construct featurebased representations of the face [5, 39] or to warp all faces to a standard size for appearance-based
recognition [3, 12, 21]. However, it would be unrealistic to hope for a system that can localize
all the facial features (e.g. eyes, mouth, etc.) with pixel precision. The problem this raises is
that the feature representation (i.e., the feature vector) of the correct localized face differs from
the feature representation of the actual computed localization, which can ultimately result in an
incorrect classification; Fig. 1(a).
In order to tackle this problem, some authors have proposed to filter the image before attempting
recognition. Filtered images are, in general, less sensitive to the localization problem, but do not
fully tackle it. In [21], we proposed to model the subset within the feature space which contains
most of the images generated under all possible localizations. An extension of this approach is
summarized below.

0.2.2

Finding the subset of localization errors

We propose to model the subset of the localization problem described above by means of a
probability density function. Assume at first that the localization errors for both the x and y image
axes are known, which we denote as vrx and vry . These two error values tell us that, statistically,
the correctly localized face is within the set of images x̂i,j = {xi,j,1 , . . . , xi,j,r }, where i specifies the
class (i.e., i ∈ [1, c], with c being the total number of classes), j means the j th sample in class i,
and r the number of different possible localizations while varying the error value from −vr x to +vrx
about the x image axis and from −vry to +vry about the y axis.
We note that r increases exponentially as a function
of f (the number
of features localized
in
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the face); i.e. r = O(2 ). To be precise, r = (2vrx + 1) i=1 i

Figure 3: As the face of a person changes facial expression, the local appearance (texture) of her/his
face also changes. In this figure, we compare three local areas of an individual’s face under three
different expressions (neutral, happy, and scream).
(2vrx + 1)(2fx − 1)(2vry + 1)(2fy − 1); where fx represents the number of features that change
their x coordinate value and fy the ones that change their y coordinate value, and, in our notation,
f = fx + fy . When f is large, this complexity is to be considered. In those cases, given that
accounting for the error in only one feature at a time would not imply a significant change of
appearance, a subset of all these r images is expected to suffice.
Once the data set x̂i,j has been generated, the subset where the j th sample of class i lies can be
readily modelled by means of a Gaussian distribution whose sample mean and sample covariance
matrix are

µi,j

=

Σi,j

=
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r

,

1
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(1)

In some cases (especially, when the localization error is large), the subset x̂ i,j cannot be assumed
to be Gaussian. In such cases, a mixture of Gaussians is generally a better choice, because it can
approximate most convex and non-convex sets. Better fits come to an extra cost to be considered.
Mixture of Gaussians are usually estimated with the EM (Expectation-Maximization) algorithm
[7], which is an iterative method divided into two steps, the E-step
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where G is the total number of models used in the mixture (i.e., number of Gaussians) and [t] means
iteration t. In the formulation above, it is assumed that all models (Gaussians) are equiprobable
(i.e., πg1 = πg2 , ∀g1 , g2 ; where πg denotes the probability of the g th model).
Note that the subset modelling presented in this section can be equally applied to those systems
using an appearance- and those using a feature-based representation.

0.2.3

Subspace methods

Although subspace methods are applicable to both feature- and appearance-based algorithms,
they have found most of their success in the latter group. The reason for this is simple. In
appearance-based algorithms, the original space corresponds to a dense pixel representation and,
hence, its dimensionality is expected to be too large to allow the computation of the subset of the
localization error. In such cases, it is convenient to reduce the dimensionality of the original feature
space to one where the number of samples per dimension is appropriate. Many subspace techniques
have been used to achieve this among which Principal Component Analysis (PCA) [9], Linear Discriminant Analysis (LDA) [29, 9] and Independent Component Analysis (ICA) [16] have arguably
been the most popular. Since our n training samples will at most span a space of n − 1 dimensions,
it is reasonable to reduce the original space <p to <q where q < n and generally n << p.
Each subspace technique will generate a different projection matrix. In the rest of this paper
we will use Φa to refer to the projection matrix obtained with method a; e.g., ΦP CA is the projection matrix obtained using the PCA approach. ΦP CA can be readily computed from the sample
covariance matrix, which is given by
ΣX =

mi X
c X
G
X

Σi,j,g ,

(4)

i=1 j=1 g=1

where mi is the number of samples in class i. Note that since the rank of these covariance matrices is
typically less than the number of dimensions, it is impossible to compute the principal components
directly from them. In these cases, we generally calculate the eigenvectors of X T X instead, where
X = {x̂1,1 , . . . , x̂1,m1 , . . . , x̂c,mc }. Then, if λh and eh are the hth eigenvalue and eigenvector of XT X,
−1/2
λh and λh Xeh are the eigenvalues and eigenvectors of Eq. (4) [28].
While PCA only computes the first and central moments of the data, ICA will use higher moments
of the data to find those feature vectors that are most independent from each other [16]. An
important advantage of ICA is that it relaxes the Gaussian assumption that PCA imposes upon
the underlying distributions of the data. Note that although we are still assuming that the subset
representing the localization error can be represented as a mixture of Gaussians, the underlying
causes or latent variables need not be. ICA does not have a general closed-form solution, hence
iterative methods are typically required. In our experimental results we have used the Infomax
algorithm of [2], but other alternatives exist [16].
While PCA and ICA are unsupervised techniques, LDA is supervised. This can facilitate the
task of feature extraction when the number of training images is sufficiently large [20]. LDA selects
those basis vectors that maximize the distance between the means of each class and minimize the
distance between the samples in each class and its corresponding class mean [29].
After one of these matrices, Φa , has been computed, we project each of the Gaussian distributions
(describing the subset of the localization error) to the space spanned by Φ a ,
e i,j,g , µ
Gi,j = {Σ
ei,j,g }G
g=1 ,

(5)

e −1 (t̃ − µ
M h2 (t, Gi ) = min (t̃ − µ
ei,j,g )T Σ
ei,j,g ),
i,j,g

(6)

e i,j,g = ΦTa Σi,j,g Φa , µ
where Σ
ei,j,g = ΦTa µi,j,g , and a = {P CA, ICA, LDA}.
Finally, to identify any previously unseen image, t, we search for the closest model, G i =
{Gi,1 , . . . , Gi,mi }, by means of the Mahalanobis distance in the reduced space. We define the distance
from the test vector to each of the mixture of Gaussians as follows
j,g

where t̃ = ΦTa t. The closest class is now given by
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Figure 4: Images of one subject in the AR face database. The images (a) through (f) were taken
during a first session and the images (g) though (l) at a different session 14 days later.
Classt = argmini M h2 (t, Gi ).

0.2.4

(7)

Estimating the localization error

Recall, we still need to determine the error of our localization algorithm; that is to say, the physics
to be modelled. Obviously, this is a difficult task that unfortunately does not have an analytical
solution for most face localization algorithms.
If the correct localization values are known (i.e., the ground-truth is known) for a set of s samples,
x(s) = {x1 , . . . , xs }, an estimation E(r; x(s)) can be computed, which depends on the number of
samples s. It is easy to show that E(r; x(s)) approximates the true value of r (and, thus, those of
vrx and vry ) as s → ∞. Obviously, we do not have that much data, and therefore, only estimations
can be made. The reader should keep in mind that, in general, the correct location of every feature
has to be manually determined, which is a cost to be considered.

0.3

Modelling Occlusions and Expression Changes

When a face is partially occluded or when it changes expression its global shape and texture
vary, making it difficult for feature- and appearance-based methods to work properly. The goal of
this section is to define a method robust to such variations. Both problems can be addressed by
reformulating our algorithm within a local approach.
We have previously proposed to address the expression problem by assigning low weights to those
features of the face that are more affected by facial changes and higher weights to those areas that
are more stable [22, 37]. The occlusion problem can be tackled by applying our algorithms in a
pre-selected set of local areas. In such a case, faces are divided into K local regions and then a
probabilistic method is used to combine the results of these K local areas [21]. Extensions of these
two approaches are described next.

0.3.1

Expression changes

The problem possed by subspace methods (as defined above) is illustrated in Fig. 5(a). In this
example, we used one training images for each of the four classes to learn our low-dimensional
image representation. All training images have a neutral facial expression. A testing image with a
distinct facial expression is then projected onto this subspace; Fig. 5(a). As the figure shows, simple
Euclidean distances do not classify the test image into the correct class.
The problem with subspace techniques is that the learned features (dimensions) do not only
represent class discriminant information but are also tuned to those specific facial expressions of our
training set. Our solution is to first learn which dimensions are most affected by this problem when
comparing the testing image to each of the training images and, then, build a weighted-distance
measure which gives less importance to those dimensions representing facial expression changes and
more importance to others. In our Fig. 5(a), we would need to assign a small weight to the first
feature, e1 , and a large weight to the second feature, e2 .
More formally, every test image, t, is classified as belonging to the class of the closest training
sample given by the following weighted distance

(a)
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Figure 5: (a) Expression changes are encoded in the feature-spaces or subspaces computed above. To
address this problem we give more importance to those features (dimensions) that are less affected
by expression changes. (b) Schematic depiction of our system. The optical flow algorithm is used
to determine correspondences between images.
f i (µ̃i,j − t̃)k2 ,
kW
Σ

(8)

Fi,j,g = OpticalFlow(µi,j,g , t).

(9)

where µ̃i,j = ΦTa µi,j is the mean feature vector of the j th image of class i projected onto the
f i is the weighting matrix that defines
subspace of our choice, a = {P CA, ICA, LDA}, t̃ = ΦTa t, W
the importance of each of the basis vectors in the subspace spanned by Φ a , and kak2Σ = aT Σa with
Σ defining the norm.
f While it may be very difficult to do that in
Before one can use Eq. (8), we need to compute W.
the reduced space spanned by Φa , it is easy to calculate this in the original space and then project
this results onto the subspace of Φa . For example, we can compute the value of the weights in the
original space, W, by means of the optical flow approach as follows (see also Fig. 2(b)). First we
compute the optical flow between the testing image and each of the Gaussian means,

Second, we compute W by assigning large weights to those pixels with small deformations and
low weights to those pixels with large deformations,
Wi,j,g = diag (Fmax − kFi,j,g k) ,

(10)

where Fmax = maxi kFi,j,g k.
And, third, we project this result onto our subspace,
f i,j,g = ΦT Wi,j,g Φa .
W
a

(11)

dh (t, Gi ) = min (t̃ − µ
fT Σ
e −1 f
ei,j,g ) ,
M
ei,j,g )T W
i,j,g i,j,g Wi,j,g (t̃ − µ

(12)

A test image is then classified by assigning to it the class label of the closest model. Formally,
find the closest model,
2

j,g

and its corresponding class,

2

dh (t, Gi ).
Classt = argmini M

(13)

The reader may have noted that alternatives to Eq. (10) exist. Some of these alternatives were
defined and tested on a large set of images in [23] of which Eq. (10) was found to have the highest
performance. These results are summarized in Section 0.5.4.

Finally, we need to select an optical flow method to be used in Eq. (9). In our experimental
results, we used Black and Anandan’s algorithm [4], because it is robust to motion discontinuities
such as the ones produced by facial muscles moving in opposite directions.

0.3.2

Occlusions

One way to deal with partially occluded faces is to use local approaches [5, 15, 25]. In general,
local techniques, divide the face into different parts and, then, use a voting space to find the best
match. However, a voting technique can easily misclassify a test image because it does not take into
account how good each local match is. We will now define a probabilistic approach that is able to
successfully address this problem.
Learning stage: We first divide each face image into K local parts and, then, apply the method
defined above. This will require the estimation of the K subsets, and corresponding weighted
subspaces, which account for the localization error and facial expression changes. More formally, let
us define the set of images of each local area as
Xi,j,k = {xi,j,k,1 , . . . , xi,j,k,r },

(14)

where xi,j,k,l is the k th local area of the j th sample of class i.
We assume that all sample faces have been previously localized and if necessary warped to a
standard shape [20]. To obtain each of the samples xi,j,k,m , ellipse-shaped segments as defined by
x2 /d2x + y 2 /d2y = 1 are used, Fig. 2(c). These segments are then represented in vector form. The
new mean feature vectors and covariance matrices are given by

µi,j,k

=

r
1 X
xi,j,k,m ,
r m=1

Σi,k

=

1
(Xi,j,k − µi,j,k )(Xi,j,k − µi,j,k )T ,
r−1

(15)

or by the mixture of Gaussians equations defined in Eqs. (2-3). We note that in such a case, we
would have {Σi,j,k,g , µi,j,k,g }G
g=1 .
Shall we require the computation of subspaces, we will need to calculate a total of K of them,
Φak (k = {1, . . . , K} and a = {P CA, LDA, ICA}). In such cases, and as described in the previous
section, we will then need to project the estimates of our subsets onto each of the above computed
subspaces,
e i,j,k,g , µ
Gi,j,k = {Σ
ei,j,k,g }G
g=1 ,

(16)

t̃k = ΦTk tk .

(17)

e i,j,k,g = ΦT Σi,j,k,g Φa , and µ
where Σ
ei,j,k,g = ΦTak µi,j,k,g . Note that the set Xi,j,k , which could
ak
k
be very large, does not need to be stored in memory. Gi,k = {Gi,1,k , . . . , Gi,mi ,k } is the subset of
all images of the k th local area of class i under all possible errors of localization. This learning
procedure is summarized in Fig. 6.
Identification stage: When a test face image is to be recognized, we work as follows. Let t be
the face image in its vector form – after localization and (if necessary) warping. Next, project each
of the local areas of t (i.e., tk , k = {1, . . . , K}) to its corresponding subspace

Since the mean feature vector and the covariance matrix of each local subset are already known,
the probability of a given local match can be directly associated with a suitably defined distance
f
fT
e
ei,j,k,g ).
LocResi,k = max (t̃k − µ
ei,j,k,g )T W
i,j,k,g Σi,j,k,g Wi,j,k,g (t̃k − µ
j,g

(18)

We then add all local probabilities,

Resi =

K
X

k=1

LocResi,k ,

(19)

Figure 6: Shown here is the modelling of one of the local areas of the face for two people of our
database. In this example, we have divided the face into six local parts; i.e., K = 6. From [36]
( c 2002 IEEE).
and search for the maxima,
Class = argmaxi Resi ,

(20)

where Class ∈ [1, c].
If a video sequence is available, we keep adding distances (probabilities) for each of the images
and only compute Eq. (20) at the end of the sequence or when a threshold has been reached [36].

0.4
0.4.1

Experimental Results
Imprecise localized faces

Experiment 1: In this test we want to answer the following question. Assuming that the
localization error is precisely known, how well does the above method solve the localization problem?
To this end, we manually marked the facial features of all neutral expression, happy, angry and
scream face images, Fig. 4(a-d), for 50 randomly selected individuals of the AR-face database. In
doing that we took care to be as close to pixel precision as possible. Then we added artificial noise
to these data and, hence, the values of vrx and vry will be precisely known. Since the localization
error is now known, the recognition rate is not expected to drop as a function of vr x and vry .
To test this, we use the neutral expression image, Fig. 4(a), of all 50 subjects for learning and all
others (Fig. 4(b-d)) for testing. Results for vrx and vry taking the following values 2, 4, 6, 8 and 10,
are shown in Fig. 7(a). These results were obtained first for the single (GM) Gaussian case, G = 1,
and then for the multiple Gaussian (MGM) case with G = 3. For simplicity both error values, vr x
and vry , were assumed to be equal. Results are compared to the classical eigenspace approach that
does not account for the localization error. For the eigenspace approach, the Euclidean distance is
used to find the closest match (class). In the results reported here the original space of pixels was
reduced to twenty dimensions by means of the PCA approach.
For vrx and vry values up to 4, neither of the new methods is affected by the localization error.
The multiple Gaussian case obtained slightly better results (as expected) and was not affected by
the localization error problem until vrx and vry were set to 8. Obviously, the larger the localization
error, the more probable that two Gaussian models (or mixture of Gaussians) overlap. For our
particular case of 20 dimensions and 50 people, this happened at vrx = vry = 6 for the single
Gaussian case and at vrx = vry = 8 for the multiple Gaussian case with G = 3.
Moreover, note that results of the new proposed methods are superior to the classical PCA approach. This has a simple explanation. In an attempt to overcome the localization error problem,
the Gaussian or mixture of Gaussians distributions give more importance (weights) to those combination of features that best describe small deformations of the face (small changes of the texture of
the face image). It is reasonable to expect to also find these combinations of features more adequate
for the recognition of testing face images that express different facial expressions, because the testing

(a)

(b)

(c)

(d)

Figure 7: Summarized here are the results of experiment 1, shown in (a) and (b), and the results of
experiment 2, shown in (c) and (d). From [21] ( c 2002 IEEE).

images also represent texture changes of the face. It is obvious that these features will by no means
be optimal, but they can explain the small increase of recognition rate obtained in our experiment.
It is also interesting to show how the new proposed method behaves as a function of rank and
cumulative match score in comparison to the classical PCA approach (which serves as baseline). Rank
means that the correct solution is within the R nearest neighbors and cumulative match score refers
to the percentage of successfully recognized images [27]. Fig. 7(b) shows results for vr x = vry = 4
and vrx = vry = 10 for case of G=1. We note that even for localization errors as large as 10 the
recognition results do not diverge much from the classical PCA approach (i.e. the v x = vy = 0 case).
Experiment 2: We still need to see how well our method performs when the localization error
is not known with precision. In this experiment, the localization method described in [21] was used.
An approximation for the localization error for this method was also given in [21]; this was vr x = 3
and vry = 4. The neutral expression image, Fig. 4(a)), was used for learning while the happy, angry
and scream faces, Fig. 4(b-d), were used for recognition. Fig. 7(c) shows the recognition results
for the group of 50 people used to obtain the values of vrx and vry . Fig. 7(d) shows the results
obtained with another (totally different) group of 50 people. Since the values of vr x and vry were
obtained from the first group of 50 people, the results of Fig. 7(c) are expected to be better than
those of Fig. 7(d). Moreover, it seems to be the case (as for the data shown here) that the more
uncertainty we have in the estimation of the localization error, the more independent our results are
from G.
It is also expected that the results of the proposed method will approximate the baseline PCA
as the uncertainty of vrx and vry increases. To demonstrate this effect, we repeated the first part
[t+1]
[t]
[t+1]
[t]
of this experiment (experiment 2) three more times with vrx
= vrx − 1 and vry
= vry − 1,
[t]
[t]
where vrx and vry represent the localization error values estimated at time t. We initially set
[0]
[0]
vrx = 3 and vry = 4 (the values given in [21]). Results are summarized in Table 1, with G = 1.
As expected the smaller the error values are made, the closer the results of our method are to the
results of the baseline given by the PCA algorithm.

Recognition rate

t=0
70%

t=1
68.3%

t=2
66.6%

t=3
66%

Table 1: As the values of vrx and vry are made smaller, the recognition rates obtained progressively
approach the baseline value of the PCA algorithm.
95

75

PCA
ICA
LDA

90

PCA
ICA
LDA

70

Recognition Rate

Recognition Rate

85
80
75

65

60

70
55
65
60

Our Approach

Subspace

Morphing

(a)

50

Our Approach

Subspace

Morphing

(b)

Figure 8: Recognition rates on the leave-one-expression-out test with: (a) images from the same
session (experiment 3) and (b) images from different sessions (experiment 4).

0.4.2

Expression variations

For the experiments in this section, we randomly selected a total of 100 people from the AR-face
database. Each individual consists of eight images with neutral, happy, angry and scream expressions
taken during two sessions separated by two weeks time. These images for one of the people in the
database were shown in Fig. 4(a-d) for those images taken during the first session and in Fig. 4(g-j)
for those of the second session.
Experiment 3: In this experiment, only those images taken during the first session were used.
The results obtained using the proposed weighted subspace approaches as well as those of PCA, ICA
and LDA are shown in Fig. 8(a). In this figure we also show the results obtained by first morphing
all faces to a neutral-expression face image and then building a PCA, ICA or LDA subspace with
the resulting expression-free images. Morphing algorithms have been previously used to address
the problem posed by facial deformations with some success [3, 17]. The problem with morphing
algorithms is that they only change the shape but not the texture of the face. To be able to change
the texture, one would need to be able to first extract the lighting parameters of the environment
directly from pictures of faces. If this was achieved, morphing algorithms could render the texture
of the face as it deforms. Yet, to do this with precision, a three dimensional model of each individual
would also need to be available or realizable from a single image. Although much progress has been
made toward solving these two problems –extraction of illumination parameters and shape from a
single image– much still needs to be done.
The bars in Fig. 8 show the average recognition rate for each of the methods. All algorithms
were tested using the leave-one-expression-out procedure. For example, when the happy face was
used for testing, the neutral, angry and scream faces were used for training. The standard deviation
of the leave-one-expression-out test for each of the methods is represented by the small line at the
top of each bar.
Experiment 4: This test is almost identical to the previous one except that, this time, we used
the images of the first session for training and those of the second session for testing. That means
that when the happy faces was left out from the training set which includes those images of the first
session (i.e., Fig. 4(a,c,d) were used for training), the happy face images of the second session were
used for testing, Fig. 4(h). These results are summarized in Fig. 8(b). It is worth mentioning that
our weighted-LDA approach worked well for the scream face shown in Fig. 4(d) with a recognition

First Session Images
Recognition rate

Second Session Images

Neutral

Happy

Angry

Scream

Neutral

Happy

Angry

Scream

96%

97%

90%

83%

74%

77%

75%

62%

Table 2: Shown here are the results obtained with Eq. (13) in the leave-one-expression-out test of
experiments 3 and 4. These results are detailed for each of the expressions that were left out for
testing. To compute the results shown here, the LDA subspace method was used.
rate of about 84%. Other methods could not do better than 70% in this particular case. The results
for each of the facial expressions are in Table 2.

0.4.3

Occlusions

Experiment 5: The first question we want to address is: how much occlusion can the proposed
method handle? To answer this question, the following procedure was followed. The neutral expression images of 50 randomly selected participants were used for training. For testing, synthetic
occlusions were added to the (above used) neutral images and to the smiling, angry and scream face
images. The occlusion was simulated by setting all the pixels, of a square of size p × p pixels, to
zero. We tested values of p from a low of 5 to a maximum of 50. For each of these values of p,
we randomly localize the square in the image 100 times (for each of the four testing images, i.e.
neutral, happy, angry and screaming). Fig. 9(a) shows the mean and standard deviation of these
results for each of the facial expression groups. Fig. 9(b) shows the results one would obtained with
the classical PCA approach. To increase robustness, one can increment the number of local areas
(i.e. K). However, as K increases, the local areas become smaller, and thus, the method is more
sensitive to the localization problem. At the extreme case, K will equal to the number of pixels in
the image; i.e. our method will reduce to a correlation approach. In this case, only those pixels
that have not been occluded will be used to compute the Euclidean (norm 2) distance between the
testing and training images. The results obtained by means of this approach are shown in Fig. 9(c).
For comparison, we show the results obtained using the classical correlation algorithm in Fig. 9(d).
In general, the most convenient value of K will be dictated by the data or application.
Experiment 6: The experiment reported above was useful to describe how good our algorithm
is when identifying partially occluded faces for which the occlusion size and location are not known a
priori. In addition, it is interesting to know the minimum number of local areas needed to successfully
identify a partially occluded face. To study this, the neutral expression images, Fig. 4(a), of 50
individuals were used for learning, while the smiling, angry and scream images were used for testing,
Fig. 4(b-d). Four different groups of occlusions were considered, denoted as occ h with h = {1, 2, 3, 4}.
For h = 1, only one local area was occluded, for h = 2 two local areas were occluded, etc. Occlusions
were computed by discarding h of the local areas from the calculation. Given that the face is divided
into K local areas, there are many possible ways to occlude h local parts.
PkFor example, for h = 1
there are K possibilities (in our experiments k = 6), for h = 2 we have q=1 (k − q) possibilities,
etc. For each value of h, all possibilities were tested and the mean result was computed. Fig. 9(e)
shows the results. occ0 serves a baseline value (which represents the non-occlusion case). We have
not included the results of occ1 in this figure, because its results were too similar to those of occ0
to be visually distinguishable. We conclude from this that, for our experimental data at least, the
suppression of one local part did not affect the recognition rate of the system. The results of occ 2
reflect that our method is quite robust even for those cases where a third of the face is occluded. In
this test G = 1.
Experiment 7: The next question we are interested in is: how well does our method handle
real occlusions? For this purpose we study two classical occlusions, the sun-glasses and the scarf
occlusions shown in Fig. 4(e,f). The neutral expression images, Fig. 4(a), were used for learning,
while the occluded images, Fig. 4(e,f), were used for testing. Here, we used the automatic localization
algorithm of [21], for which vrx = 3 and vry = 4. Fig. 9(f) shows the results as a function of rank
and cumulative match score. As a final test we repeated this experiment (experiment 7) for the
duplicate images, using the neutral expression images of the first session, Fig. 4(a), for learning and
the occluded images of the duplicates for testing, Fig. 4(k,l). Fig. 9(g) shows the results. It seems
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Figure 9: Experimental results for (a-d) experiment 5 and (e) experiment 6, and, (f-g) experiment
7. From [21] ( c 2002 IEEE).
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Figure 10: Summarized here are the results of our method using the images of the AR-database
(experiment 8). (a-b) Use the neutral image of the first session for training. The rest of the images
of the first session are used for testing. (a) Results obtained with the PCA space; i.e. a = P CA.
(b) a = ICA. (c-e) Use all images of the first session for training, and those of the second session
for testing. (c) a = P CA. (d) a = ICA. (e) a = LDA. (f) Shows the average results for the plots
shown in (c-e).
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Figure 11: (a) The three training images for one of the subjects in our database. (b) A few frames
of one of the video sequences with random talking. (c) Example of warped faces.
obvious from Fig. 9(f) that the occlusion of the eyes area affects the identification process much
more than the mouth occlusion. This result is to be expected, because it is believed that the eyes
(or eyes’ area) carry the most discriminant information of an individual’s face. Surprisingly though,
this was not the case for the recognition of duplicates, Fig. 9(g). The occlusion of the eyes’ area
led to better recognition results than the occlusion of the mouth area. It seems to be the case that
little is still known about how the recognition of duplicate works (or can be made to work). Further
studies along these lines are necessary.

0.4.4

Results on all problems

Experiment 8: Finally, we test how our method performs when attempting to solve all three
problems simultaneously; i.e., localization error, occlusion and expression. To this end, we first
model the subset for each of the 100 randomly selected people of the AR-face database using the
local weighted approach defined in this chapter. In our first test, we only used the neutral expression
image of the first session for training, Fig. 4(a). The other images of the first session, Fig. 4(b-f),
were used for testing. These results are summarized in Fig. 10(a-b), where we used a rank versus
cumulative match score plots. In our second test, we used the non-occluded face images of the first
session for training, Fig. 4(a-d), and those of the second session, Fig. 4(g-l), for testing. These
results are in Fig. 10(c-f). Here G = 3. We note that while in the first test expression changes
decrease the recognition accuracy more notably than occlusions, the opposite is true in the second
test – where duplicates were used. Once more, we conclude that much still needs to be done to fully
understand how the recognition of duplicates works.

0.4.5

Using multiple images for recognition

As mentioned above, we could also use Eq. (19) in those cases where more than one testing image
is available. These images may correspond to pictures taken from different angles, with different
cameras or from a video sequence. In either case, our algorithm can keep adding probabilities –
using Eq. (19) – until a confident threshold is reached or until all images have been considered.
Experiment 9: To test this, we collected a new database of static images which were used for
training, and a set of video sequences that were used for testing. The training set consists of three
neutral face images per person. An example of the training set for one of the subjects is shown in
Fig. 11(a). The testing set includes two sequences of nearly frontal views of people’s faces with
random talking; see Fig. 11(b). Our current database consists of twenty two people.
Since the localization algorithm used above performed poorly on the much smaller images of our
new database, a new localization algorithm was required. For this purpose, we selected the algorithm
of Heisel et al. [14]. This algorithm can quite reliably localize the position of the eyes, mouth and

100
95
90

Recognition Rate

85
80
75
70
65
60
55
50
45

Our Method L−PCA

L−LDA

G−PCA

G−LDA

Figure 12: Shown here are the recognition rates obtained with our probabilistic algorithm and two
implementations of PCA and LDA – one local one global.
nose of each face. Once these facial features have been localized, using the differences between the
x and y coordinates of the two eyes, the original image is rotated until obtaining a frontal view
face where both eyes have the same y value; i.e., atan(ky1 − y2 k/kx1 − x2 k), where (x1, y1) and
(x2, y2) are the right and left eye image coordinates. A contour algorithm is used to search for the
lateral boundaries of the face (i.e., left and right). The top and bottom of the face are assigned as
a function of the above features and the face is then warped to a final standard face of 120 by 170
pixels. Fig. 11(c) shows the warping results for the images shown in Fig. 11(a). The localization
error of the algorithm described in [14] was found to be 16 by 16 pixels. In our experiments, G = 3.
In Fig. 12 we show the results of our algorithm on the two video sequences defined above. We
have compared our results to those obtained with global PCA and global LDA, where only one frame
from the sequence is used for recognition. To obtained these results, we calculate the recognition
rate of every frame for each sequence and then compute the average recognition rate. These results
are labelled G-PCA and G-LDA in the figure. Additionally, we have also compared our results to
the local weighted PCA and LDA approaches used above. While all the methods are expected to
be robust to localization errors, partial occlusions and expression changes, the two local weighted
algorithms defined earlier only used one single static image for recognition. The average recognition
rates obtained with these two single-image methods are labelled L-PCA and L-LDA. These results
show the improvement achieved when using our probabilistic approach in a video sequence rather
than using a single frame; i.e., multiple versus single frame.

0.5
0.5.1

Discussion and Future Work
Why is the warping step necessary?

Most face recognition systems developed to date use 2D images to find the best match between a
set of classes and an unclassified test image of a face. It is important to keep in mind however, that
faces are 3-dimensional objects and, as such, their projection onto the 2D image plane may undergo
complex deformations. The frontal face recording scenario is effected by such deformations, and this
needs to be considered when developing face recognition systems.
Frontal face images are generally obtained by placing a camera in front of the subject who is
asked to look at the camera while a picture is taken. The resulting 2D image projection obtained
using this procedure is called a “frontal” face image. In general, several “frontal” faces are recorded;
some to be used for training purposes and others for testing. However, the word “frontal” might be
misleading. Since faces are 3-dimensional objects, their orientation with respect to a fixed camera
is not guaranteed to be the same from image to image – especially for duplicates, because people
tend to orient their faces toward distinct locations on different days. For example, when the face
is tilted forwards, its appearance (shape and texture) in the 2D image plane changes. This effect
is shown on the left part of Fig. 13. Tilting the face backwards will result in other appearance
changes. Also, rotating the face to the right or to the left will impose appearance changes depicted
on the right-hand side of Fig. 13.

Figure 13: The left part of this figure shows the shape changes that a face undergoes when tilted forwards.
The top image corresponds to a totally frontal view. The bottom image represents the projection of a slightly
tilted face. The bottom face has been re-drawn next to the top one, to facilitate comparison. The right part
of this figure shows some of the visible deformations cause by rotating the face to the subject’s right. From
[21] ( c 2002 IEEE).
These deformations make the identification task difficult, because any combination of the above
can be expected. Feature-based approaches might be inappropriate if this effect is not properly
modelled, because the distance between eyes, eyes and mouth, mouth and chin, etc., are not guaranteed to be the same in different images of the same person. Texture-based approaches will also
be affected, because the facial features of a subject can easily change positions in the array of pixels
used to identify the face. A pixel to pixel analysis is then inappropriate [3, 20, 21]. Additional
evidence for this argument comes from studies showing that better recognition rates are obtained
when one uses a free-shape representation as opposed to the original shape captured in the 2D array
of pixels [34, 6].
To overcome this difficulty, one could use large and representative training sets. By doing this, one
expects to collect enough learning data to sample the underlying distribution of the feature-space
that represents all possible deformations described above. Unfortunately, there are so many possible
orientations of the face considered to be a “front viewed”, that the collecting of this hypothetical
training set will be impossible in most practical situations.
We are therefore left with two main alternative. The first is to model the subset which includes
all images under all possible “frontal” views. This would require an approach similar to that defined
in Section 0.2. Alternatively, we can define a model of a face common to all people which cancels
out all the effects described above. Although, in general, the former approach is slightly superior,
its complexity makes it less attractive.
It has therefore become common practise to warp all faces to a “standard” shape. The localization procedures used earlier incorporated such a mechanism. Note, however, that the warping
algorithms do not deform the important facial features needed to successfully recognize the identity
of the faces in each of the images. The shape of the eyes, mouth, nose, etc., is not affected. The
warping mechanism will only guarantee that the eyes, nose and chin positions are at the same image
coordinate for all individuals, and, that all images (independently of the facial expression displayed
on the face) occupy a fixed array of pixels. This allows us to efficiently analyze the texture (appearance) of the face image and to use pixel to pixel differences. Caricaturing might also be used to
improve the results even further [6].
Although the above discussion is quite convincing with regard to the claim that the warping
step is necessary to correctly use appearance-based methods and to successfully identify faces, we
still bear the burden of establishing our claim with the help of real data. To prove the validity of
such a claim we have performed a set of experiments [21]. In those, fifty subjects were randomly
selected from the AR-face database. Images were then warped to fit a 120x170 array of pixels. A
second set of images, which we shall call the aligned-cropped set, was also created. For this latter
set, each face was aligned only with regard to the horizontal line described by the eyes’ centers;
which requires rotation of the face image until the y values of both eyes’ centers are equal in value
(i.e., atan(ky1 − y2 k/kx1 − x2 k), where (x1 , y1 ) are the pixel coordinates of the center of the right

(a)

(b)

Figure 14: Shown here are the recognition rates obtained by either using the aligned-cropped or the warped
images. From [21] ( c 2002 IEEE).
eye and (x2 , y2 ) the same for the left eye). These faces were then cropped to fit an array of 120x170
pixels. After cropping the horizontal that connects both eyes is at the same y pixel coordinate for
all images.
A first (40-dimensional) PCA representation was generated by using the warped neutral expression
face image of each of the 50 selected subjects. A second (40-dimensional) PCA space was generated
by using the aligned-cropped neutral expression images of the same subjects. The neutral expression
image (before warping or aligning-cropping) of one of the participants is shown in Fig. 4(a). To
test recognition accuracy, the happy, angry and scream face images, Fig. 4(b-d), of each participant
were now used. The warped images were used to test the first learned PCA representation and the
aligned-cropped face images to test the second. The results, as a function of successful recognition
rate, are shown in Fig. 14(a). In this graphical representation of the results, L specifies the image
that was used for learning the PCA representation and T the one that was used for testing. For
clarity, the results are shown separately for each group of testing images with a common facial
expression.
As mentioned above, we should expect this difference to increase for duplicate images – because
at different sessions people tend to orient their faces differently. To show this effect we used the
neutral, happy, angry and scream images taken during the second session, Fig. 4(g-j), to test the
PCA representations of their corresponding duplicate image taken at the first session, Fig. 4(a-d).
The results are shown in Fig. 14(b). Note that, as expected, the improvement in recognition is now
statistically significant.

0.5.2

The subset of localization error

In Section 0.2, we presented a method to estimate the subset of all warped face images under all
possible errors of localization. This method was proven to be effective in a set of experiments in
Section 0.4.
A problem of our technique, is that it needs to first generate all images under all possible errors
of localization, before it can estimate the corresponding subset. Had the dimensionality and form
of such subset been known a priori, a smaller set of images should have sufficed. Unfortunately, the
warped face images are usually generated by means of an affine transformation, and the resulting
feature vectors generally lie in a space of large dimensionality. Moreover, this subset may sometimes
be nonconvex, making the task of estimating it more challenging.
We believe that to be able to estimate the subset of localization errors from a smaller set of
images, the goal is to define a warping algorithm which generates a set of feature vectors that lie in
a convex set of low dimensionality. More theoretical studies are still needed to make the techniques
proposed in this chapter more general and readily applicable to other problems in computer vision.

0.5.3

Modelling the subset of occlusions

The reader may be wandering as of to why we divided each face into K local areas rather than
modelling the occlusion problem in a similar way to that used to model the localization error. This
would have worked as follows. First, we would need to synthetically generate all possible occlusions.
This could have been readily achieved by drawing occluding squares of increasing size, and placing
them at all possible locations of the face. This is similar to what we had done in experiment 5 for
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Figure 15: In this experiment, we learned the subset of occlusions by means of a large number
of synthetically generated occlusions. (a) Results obtained with the PCA subspace technique, i.e.
a = P CA. (b) a = ICA.
testing, but now we would use this idea for training. Second, we would project all the resulting
images (or a uniformly distributed set of these) onto the subspace of our choice and then define the
subset of all occlusions with Eq. (1) or Eqs. (2-3).
This idea works quite well indeed. In Fig. 15, we show the results obtained using this approach.
In this test, the neutral face image of 100 randomly selected people of the AR-database were used
for training. Occluding squares, ranging from 3 by 3 to 17 by 17 pixels were used to generate the
training set. The modelling of the subset representing all these occlusions was approximated with
Eqs. (2-3) and G = 3. As we had done for the localization error problem, identification is then given
by Eq. (7). This figure shows results on learning using synthetic occlusions and testing with real
occlusions; i.e., sunglasses and scarf, Fig, 4(e-f).
Unfortunately, this approach has several important disadvantages when compared to the one
proposed earlier. The first (and, arguably, most important), is that we can only learn the subset of
those occlusions we synthetically generate. Note that the number of possible occlusions is prohibitive.
A second obvious problem is the computational cost associated to generating all the training images.
This is similar to the problem stated in the preceding section. And, among others, another problem
is that as faces get larger and larger occlusions, the subsets representing each individual will overlap
with others. To this, we should add that the results obtained with the approach defined in this
section are not superior to those obtained with the local method presented earlier. The approach
defined in Section 0.3 is, therefore, a more attractive option.
An open problem is that of finding the dimensionality of the subset of most common occlusions.
We note that these subsets may very well be approximated by cones, which are generally easy to
estimate [1]. To see that, note that all subsets will have a common point (the origin) representing a
full occluded face (i.e., where all pixels of the face are occluded). As more pixels of the face are made
visible, the subsets representing each individual will start diverging from each other. More and more
feature vectors will become possible as more and more pixels are made visible, which should generate
a cone-like set. Although it is obvious to see that the dimensionality of such subsets will be very
large, we note that those dimensions (features) that are occluded can be discarded, and therefore
the space of all images could, in principal, be approximated with a few number of dimensions. This
low-dimensionality argument is the same used by PCA and other subspace algorithms – techniques
that have had quite success in the past and, in particular, to address the problems defined in this
chapter.

0.5.4

Weighting facial features for expression-variant recognition

In Eq. (10) we gave a linear solution to the problem of assigning weights to each of the dimensions
of our feature space, which may have seemed pretty obvious at the time. Nonetheless, alternatives
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Figure 16: Examples of images from the JAFFE database.
do exist, and some may prove critical for the overall performance of our algorithm. Here, we analyze
different alternatives and report comparison results.
Two basic alternatives to that of Eq. (10) are as follows. The first one assigns high wights to those
pixels that change the least and low weights everywhere else. This can be expressed mathematically
as,
wi =

1
,
q + kFi k

(21)

where q is a constant.
The second alternative is to assign low weights only to those pixels that have a very large flow
magnitude. Formally,
wi =

1
− (q + M AXF ) .
kFi k − (q + M AXF )

(22)

It is generally interesting to normalize the weights to make the final identification results consistent
and
Pn comparable to each other. This can be readily achieved as follows, w i = wi /M where M =
i=1 wi .
In order to test the above described system we will use two publicly available face datasets, the
AR-face database [19] and the JAFFE (Japanese Female Facial Expressions) dataset [18].
In the JAFFE dataset, ten participants posed three examples of six of the basic emotions: happiness, sadness, surprise, anger, disgust and fear. Three neutral face examples were also photographed.
This makes a total of 210 images. Each participant took images of herself while looking through a
semi-reflected plastic sheet towards the camera, which should guarantee frontal face views. Hair was
tied away from the face to make all areas of the face visible. Light was also controlled. An example
of a set of the seven images of a participant is shown in Fig. 16.
For the AR-test, the different facial expressions used were: happiness, anger and scream. The
fourth image corresponds to a neutral expression. For the experiments reported below, 100 individuals were randomly selected from this database, giving a total of 400 images. These images for one
subject were shown in Fig. 4(a-d).
Since the purpose of our comparison is to determine which weighting function is most appropriate
for our formulation, we will use the original space of pixels as our representation. This algorithm
was defined in Eq. (8).
Basic emotions with JAFFE: It is interesting to see the extent to which the classification
results of the system described above outperform the classical correlation approach when the basic
emotions are displayed on the face images by means of facial expressions. For this purpose, the
following test was performed. One of the three neutral images of each of the people in the JAFFE
database was randomly selected and used as sample image. All three examples of the six basic
expressions in the database (i.e., happiness, sadness, surprise, anger, disgust, fear) were then used
for testing. Results on the classification of images by identity using the correlation approach (corr)
and the weighted distance proposed given in Eq. (8) are shown in Fig. 17(a). Note that our method
has three different results (W1, W2 and W3), corresponding to the three possible weighting functions
described in Eqs. (10, 21 and 22) respectively; with q = 1. We see that while Eq. (10 and 21) led
to superior results than those of the correlation approach, Eq. (22) did not and, therefore, is most
probably not a good choice. The problem with Eq. (22) is that all pixels are used except those with
associated large flow, which makes the system little different from the correlation technique.
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Figure 17: (a) JAFFE dataset test. (b) AR-database test using the neutral image for training and
the other images from the same session for testing. (c) The x-axes specifies the image used for
training. the other images from the same session were used for testing. (d) Training was identical
as before, but now all the images of the second session were used for testing.

The AR-face database test: The results reported above are useful for analyzing how good or
bad our method is in classifying faces when different emotions are displayed on the testing face image.
However, the number of people in the JAFFE database is too small to allow conclusive results. The
AR-face database allows us to test the expression variance problem with a much larger group of
people. For this experiment, we randomly selected 100 individuals from the AR-face database. The
neutral expression images were used as sample images. The other three expressions from the same
session (i.e., happiness, anger, scream) were used for testing. Results for the correlation and the
weighted distance approach are shown in Fig. 17(b). Here, we have added the results one would
obtain by using an 80 dimensional PCA representation. As expected [5] the PCA approach performs
worse than the correlation method, but requires less storage. In this second test, the difference in
performance (between the correlation measure and Eq. (8)) was more notable than in the first
experiment. This is due to the fact that a much larger number of classes was used, leaving room for
improvement.
The results shown in Fig. 17(b) were obtained by using a single image for training (the neutral
expression image) and the other three images for testing. Alternatively, we can use the smiling or
the angry or the screaming faces for training and the other three for testing. This is shown in Fig.
17(c), where in the x-axes we specify the image used for training. The general mean represents the
expected results when either image is used for training. We see that Eq. (10) and Eq. (21) are
consistently the best.
Fig. 17(d) does the same as (c) but for the duplicate images. The x-axes specifies the image
(of the first session) used for training. The y-axes indicates the recognition rate achieved with the
duplicate images. For testing, the four images of the second session (neutral, happy, angry and
scream) were used. In this case only Eq. (10) produces superior results to simple correlations, and
was therefore our choice in Eq. (12).

0.5.5

Facial Interfaces

Although many algorithms for the automatic recognition of faces and facial expressions have been
proposed to date, few address the question of how adequate these systems are for applications in
human-computer interaction (HCI); e.g., perceptual interface. While in face recognition the goal
is to design systems that can achieve the highest recognition rate possible, in HCI the goal is to
develop systems that “behave” similarly to humans – since the computer is now to interact with
people. We have shown that the method described above is consistent with these requirements and,
therefore, can be used for applications in HCI [22, 23].
The reader may have already noted that the motion field used to weight each of the dimensions of
our feature space may also be used to classify images into a predetermined set of facial expressions.
We have also shown that this can actually be achieved with quite success in [22].

0.6

Conclusions

In this chapter, we have shown that it is possible for an automatic recognition system to compensate for imprecisely localized, partially occluded and expression variant faces. First, we have shown
that the localization error problem is indeed important and can sometimes lead to the incorrect classification of faces. We have solved this problem by learning that subset which represents most of the
images under all possible errors of localization. We reported results on approximating these subsets
by means of a Gaussian and a mixture of Gaussians distribution. The latter led to slightly better
results, but to an extra computational cost to be considered. A drawback of this method is that the
ground-truth data (i.e. the correct localization of every feature to be localized on each face) for a
set of samples is needed in order to estimate the localization error of a given localization algorithm.
The problem with this is that the ground-truth data has to be obtained manually, which is a cost
to be considered. Furthermore, while this subset was assumed to lie in a low dimensional space, the
dimensionality of such space is not yet known. More theoretical studies are needed toward solving
this problem. We believe that the important question to address is not that of the dimensionality of
our subset. Actually, the goal is to find that warping algorithm which generates the subset of lowest
possible dimensionality.
To solve the occlusion problem, a local approach was defined, where each face is divided into K
local parts. A probabilistic approach is then used to find the best match. The probabilities are
obtained when one uses the Mahalanobis distance defined by the Gaussian distributions described
above (for solving the localization problem). We experimentally demonstrated that the suppression
of 1/6 of the face does not decrease accuracy. Even for those cases where 1/3 of the face is occluded,
the identification results are very close to those we obtained in the non-occluded case.
We have also shown that the results of most face recognition systems depend on the differences
between the facial expressions displayed on the learning and testing images. To overcome this
problem, we have built a weighted subspace representation that gives more importance to those
features that are less affected by the current displayed emotion (of the testing image) and less
importance to those that are more affected.
The used of multiple images was also shown to be useful for the recognition of faces under varying
conditions. Little research has focused on this issue, but some recent studies suggest that much is
to be accomplish with such techniques.
The importance of the approach summarized in this chapter is not limited to the problems reported above. Earlier, we argued that the recognition of duplicates is a difficult task that requires
further studies. The approach proposed here could be used to study which areas of the face change
less over time and why. The local approach could also be used to tackle changes due to local illumination changes. We could use systems that are robust to illumination changes and re-formulate
them within the approach defined above. These and other open problems were discussed in Section
0.5. We hope these will help define new exciting and productive projects.
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